

    
      
          
            
  
BenchMARL
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 GitHub[#1]

BenchMARL is a Multi-Agent Reinforcement Learning (MARL) training library created to enable reproducibility
and benchmarking across different MARL algorithms and environments.
Its mission is to present a standardized interface that allows easy integration of new algorithms and environments to
provide a fair comparison with existing solutions.
BenchMARL uses  TorchRL[#2] and  PyTorch[#3]
as its backend, which grants it high performance
and state-of-the-art implementations.
It also uses hydra[#4] for flexible and modular configuration,
and its data reporting is compatible with marl-eval[#5]
for standardised and statistically strong evaluations.

BenchMARL core design tenets are:


	Reproducibility through systematical grounding and standardization of configuration


	Standardised and statistically-strong plotting and reporting


	Experiments that are independent of the algorithm, environment, and model choices


	Breadth over the MARL ecosystem


	Easy implementation of new algorithms, environments, and models


	Leveraging the know-how and infrastructure of TorchRL without reinventing the wheel





[image: _images/schema.png]

BenchMARL execution diagram. Users run benchmarks as sets of experiments, where each experiment loads its components from the respective YAML configuration files.




Why would I BenchMARL 🤔?

Why would you BenchMARL, I see you ask.
Well, you can BenchMARL to compare different algorithms, environments, models,
to check how your new research compares to existing ones, or if you just want to approach
the domain and want to easily take a picture of the landscape.



    

Join our Discord community!
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Package Reference


	benchmarl

	benchmarl.experiment

	benchmarl.benchmark

	benchmarl.algorithms

	benchmarl.environments

	benchmarl.models







Footnotes



[#1]
https://github.com/facebookresearch/BenchMARL



[#2]
https://github.com/pytorch/rl



[#3]
https://pytorch.org



[#4]
https://hydra.cc/docs/intro/



[#5]
https://sites.google.com/view/marl-standard-protocol/home





            

          

      

      

    

  

    
      
          
            
  
Notebooks

In the following you can find a list of   Google Colab notebooks to help you learn how to use BenchMARL:


	 Running BenchMARL experiments[#1]





Footnotes



[#1]
https://colab.research.google.com/github/facebookresearch/BenchMARL/blob/main/notebooks/run.ipynb





            

          

      

      

    

  

    
      
          
            
  
Installation


Install TorchRL

You can install  TorchRL[#1] from PyPi.

pip install torchrl





For more details, or for installing nightly versions, see the
TorchRL installation guide[#2].



Install BenchMARL

You can just install it from PyPi

pip install benchmarl





Or also clone it locally to access the configs and scripts

git clone https://github.com/facebookresearch/BenchMARL.git
pip install -e BenchMARL







Install optional packages

By default, BenchMARL has only the core requirements.
Here are some optional packages you may want to install.


Logging

You may want to install the following rendering and logging tools

pip install wandb moviepy torchvision av








Install environments

All environment dependencies are optional in BenchMARL and can be installed separately.


VMAS

 GitHub[#3]

pip install vmas







PettingZoo

 GitHub[#4]

pip install "pettingzoo[all]"







MeltingPot

 GitHub[#5]

pip install "dm-meltingpot"







SMACv2

 GitHub[#6]

Follow the instructions on the environment repository[#7].

Here[#8]
is how we install it on linux.




Install models

Some models in BenchMARL require extra dependencies that can be installed separately


GNN

GNN models require  pytorch_geometric[#9].

To install it, you can run:

pip install torch_geometric





For more information, see the installation[#10] instructions of the library.




Footnotes



[#1]
https://github.com/pytorch/rl



[#2]
https://github.com/pytorch/rl#installation



[#3]
https://github.com/proroklab/VectorizedMultiAgentSimulator



[#4]
https://github.com/Farama-Foundation/PettingZoo



[#5]
https://github.com/google-deepmind/meltingpot



[#6]
https://github.com/oxwhirl/smacv2



[#7]
https://github.com/oxwhirl/smacv2



[#8]
https://github.com/facebookresearch/BenchMARL/blob/main/.github/unittest/install_smacv2.sh



[#9]
https://pytorch-geometric.readthedocs.io/



[#10]
https://pytorch-geometric.readthedocs.io/en/latest/install/installation.html





            

          

      

      

    

  

    
      
          
            
  
Running

Experiments are launched with a default configuration[#1] that
can be overridden in many ways.
To learn how to customize and override configurations
please refer to the Configuring section.

To see a list of all available algorithms, tasks, and models,
pleas refer to the Components section.


Command line

To launch an experiment from the command line you can do

python benchmarl/run.py algorithm=mappo task=vmas/balance







    

Example


Thanks to hydra[#2], you can run benchmarks as multi-runs like:

python benchmarl/run.py -m algorithm=mappo,qmix,masac task=vmas/balance,vmas/sampling seed=0,1







    

Example


The default implementation for hydra multi-runs is sequential, but parallel[#3]
and slurm[#4] launchers are also available.



Script

You can also load and launch your Experiment from within a script

from benchmarl.algorithms import MappoConfig
from benchmarl.environments import VmasTask
from benchmarl.experiment import Experiment, ExperimentConfig
from benchmarl.models.mlp import MlpConfig

experiment = Experiment(
   task=VmasTask.BALANCE.get_from_yaml(),
   algorithm_config=MappoConfig.get_from_yaml(),
   model_config=MlpConfig.get_from_yaml(),
   critic_model_config=MlpConfig.get_from_yaml(),
   seed=0,
   config=ExperimentConfig.get_from_yaml(),
)
experiment.run()
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Citing

If you use BenchMARL in your research please use the following BibTeX entry:

@article{bettini2023benchmarl,
  title={BenchMARL: Benchmarking Multi-Agent Reinforcement Learning},
  author={Matteo Bettini and Amanda Prorok and Vincent Moens},
  year={2023},
  journal={arXiv preprint arXiv:2312.01472},
}






Footnotes



            

          

      

      

    

  

  
    
    

    Components
    

    

    
 
  

    
      
          
            
  
Components

The goal of BenchMARL is to bring different MARL environments and algorithms
under the same interfaces to enable fair and reproducible comparison and benchmarking.
BenchMARL is a full-pipline unified training library with the goal of enabling users to run
any comparison they want across our algorithms and tasks in just one line of code.
To achieve this, BenchMARL interconnects components from  TorchRL[#1],
which provides an efficient and reliable backend.

The library has a default configuration[#2] for each of its components.
While parts of this configuration are supposed to be changed (for example experiment configurations),
other parts (such as tasks) should not be changed to allow for reproducibility.
To aid in this, each version of BenchMARL is paired to a default configuration.

Let’s now introduce each component in the library.


Experiment

An Experiment is a training run in which an  Algorithm, Task,
and a Model are fixed.
Experiments are configured by passing these values alongside a seed and the experiment hyperparameters.
The experiment hyperparameters[#3] cover both
on-policy and off-policy algorithms, discrete and continuous actions, and probabilistic and deterministic policies
(as they are agnostic of the algorithm or task used).
An experiment can be launched from the command line or from a script.
See the Running section for more information.



Benchmark

In the library we call benchmark a collection of experiments that can vary in tasks, algorithm, or model.
A benchmark shares the same experiment configuration across all of its experiments.
Benchmarks allow to compare different MARL components in a standardized way.
A benchmark can be launched from the command line or from a script.
See the [run](#run) section for more information.



Algorithms

Algorithms are an ensemble of components (e.g., loss, replay buffer) which
determine the training strategy. Here is a table with the currently implemented algorithms in BenchMARL.


Algorithms in BenchMARL

	Algorithm

	On/Off policy

	Actor-critic

	Full-observability in critic

	Action compatibility

	Probabilistic actor

	




	Mappo

	On

	Yes

	Yes

	Continuous + Discrete

	Yes

	


	Ippo

	On

	Yes

	No

	Continuous + Discrete

	Yes

	


	Maddpg

	Off

	Yes

	Yes

	Continuous

	No

	


	Iddpg

	Off

	Yes

	No

	Continuous

	No

	


	Masac

	Off

	Yes

	Yes

	Continuous + Discrete

	Yes

	


	Isac

	Off

	Yes

	No

	Continuous + Discrete

	Yes

	


	Qmix

	Off

	No

	NA

	Discrete

	No

	


	Vdn

	Off

	No

	NA

	Discrete

	No

	


	Iql

	Off

	No

	NA

	Discrete

	No

	







Environments

Tasks are scenarios from a specific environment which constitute the MARL
challenge to solve.
They differ based on many aspects, here is a table with the current environments in BenchMARL:


Environments in BenchMARL

	Environment

	Tasks

	Cooperation

	Global state

	Reward function

	Action space

	Vectorized





	VmasTask

	18

	Cooperative + Competitive

	No

	Shared + Independent + Global

	Continuous + Discrete

	Yes



	Smacv2Task

	15

	Cooperative

	Yes

	Global

	Discrete

	No



	PettingZooTask

	10

	Cooperative + Competitive

	Yes + No

	Shared + Independent

	Continuous + Discrete

	No



	MeltingPotTask

	49

	Cooperative + Competitive

	Yes

	Independent

	Discrete

	No








Models

Models are neural networks used to process data. They can be used as actors (policies) or,
when requested, as critics. We provide a set of base models (layers) and a SequenceModel to concatenate
different layers. All the models can be used with or without parameter sharing within an
agent group. Here is a table of the models implemented in BenchMARL


Models in BenchMARL

	Name

	Decentralized

	Centralized with local inputs

	Centralized with global input





	Mlp

	Yes

	Yes

	Yes



	Gnn

	Yes

	No

	No



	Cnn

	Yes

	Yes

	Yes








Footnotes



[#1]
https://github.com/pytorch/rl



[#2]
https://github.com/facebookresearch/BenchMARL/blob/main/benchmarl/conf



[#3]
https://github.com/facebookresearch/BenchMARL/blob/main/benchmarl/conf/experiment/base_experiment.yaml
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Public benchmarks


Warning

This section is under a work in progress. We are constantly working on fine-tuning
our experiments to enable our users to have access to state-of-the-art benchmarks.
If you would like to collaborate in this effort, please reach out to us.



In the fine_tuned[#1]
folder we are collecting some tested hyperparameters for
specific environments to enable users to bootstrap their benchmarking.
You can just run the scripts in this folder to automatically use the proposed hyperparameters.

We will tune benchmarks for you and publish the config and benchmarking plots on
 Wandb[#2] publicly.

Currently available ones are:


VMAS

Conf |  Wandb[#3]
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Reporting and plotting

Reporting and plotting is compatible with marl-eval[#1].
If experiment.create_json=True (this is the default in the experiment config[#2])
a file named {experiment_name}.json will be created in the experiment output folder with the format of marl-eval[#3].
You can load and merge these files using the utils in eval_results[#4]
to create beautiful plots of
your benchmarks.  No more struggling with matplotlib and latex!
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Extending

One of the core tenets of BenchMARL is allowing users to leverage the existing algorithm
and tasks implementations to benchmark their newly proposed solution.

For this reason we expose standard interfaces with simple abstract methods
for Algorithm, Task and Model.

To introduce your solution in the library, you just need to implement the abstract methods
exposed by these base classes which use objects from the   TorchRL[#1] library.

Here is an example on how you can create a custom algorithm
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Configuring

As highlighted in the Running section, the project can be configured either
in the script itself or via hydra[#1].
We suggest to read the hydra documentation
to get familiar with all its functionalities.

Each component in the project has a corresponding YAML configuration in the BenchMARL
conf tree[#2].
Components’ configurations are loaded from these files into python dataclasses that act
as schemas for validation of parameter names and types. That way we keep the best of
both words: separation of all configuration from code and strong typing for validation!
You can also directly load and validate configuration yaml files without using hydra from a script by calling
ComponentConfig.get_from_yaml().


Experiment

Experiment configurations are in benchmarl/conf/config.yaml[#3].
Running custom experiments is extremely simplified by the Hydra[#4] configurations.
The default configuration for the library is contained in the benchmarl/conf[#5] folder.

When running an experiment you can override its hyperparameters like so

python benchmarl/run.py task=vmas/balance algorithm=mappo experiment.lr=0.03 experiment.evaluation=true experiment.train_device="cpu"





Experiment hyperparameters are loaded from benchmarl/conf/experiment[#6]
into a dataclass ExperimentConfig defining their domain.
This makes it so that all and only the parameters expected are loaded with the right types.
You can also directly load them from a script by calling benchmarl.experiment.ExperimentConfig.get_from_yaml().

Here is an example of overriding experiment hyperparameters from hydra



    

Example


or from a script
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Features

BenchMARL has several features:


	A test CI with integration and training test routines that are run for all simulators and algorithms


	Integration in the official TorchRL ecosystem for dedicated support





Logging

BenchMARL is compatible with the TorchRL loggers[#1].
A list of logger names can be provided in the experiment config[#2].
Example of available options are: wandb, csv, mflow, tensorboard or any other option available in  TorchRL[#3].
You can specify the loggers
in the yaml config files or in the script arguments like so:

python benchmarl/run.py algorithm=mappo task=vmas/balance "experiment.loggers=[wandb]"





The  wandb[#4] logger is fully compatible with experiment restoring and will automatically resume the run of
the loaded experiment.



Checkpointing

Experiments can be checkpointed every experiment.checkpoint_interval collected frames.
Experiments will use an output folder for logging and checkpointing which can be specified in experiment.save_folder.
If this is left unspecified,
the default will be the hydra output folder (if using hydra) or (otherwise) the current directory
where the script is launched.
The output folder will contain a folder for each experiment with the corresponding experiment name.
Their checkpoints will be stored in a "checkpoints" folder within the experiment folder.

python benchmarl/run.py task=vmas/balance algorithm=mappo experiment.max_n_iters=3 experiment.on_policy_collected_frames_per_batch=100 experiment.checkpoint_interval=100





To load from a checkpoint, pass the absolute checkpoint file name to experiment.restore_file.

python benchmarl/run.py task=vmas/balance algorithm=mappo experiment.max_n_iters=6 experiment.on_policy_collected_frames_per_batch=100 experiment.restore_file="/hydra/experiment/folder/checkpoint/checkpoint_300.pt"
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benchmarl


benchmarl.run


	
hydra_experiment(cfg: DictConfig) → None[#1]

	Runs an experiment loading its config from hydra.

This function is decorated as @hydra.main and is called by running

python benchmarl/run.py algorithm=mappo task=vmas/balance






	Parameters:

	cfg (DictConfig) – the hydra config dictionary











benchmarl.hydra_config


	
load_experiment_from_hydra(cfg: DictConfig, task_name: str[#2]) → Experiment

	Creates an Experiment from hydra config.


	Parameters:

	
	cfg (DictConfig) – the config dictionary from hydra main


	task_name (str[#3]) – the name of the task to load






	Returns:

	Experiment










	
load_task_config_from_hydra(cfg: DictConfig, task_name: str[#4]) → Task

	Returns a Task from hydra config.


	Parameters:

	
	cfg (DictConfig) – the task config dictionary from hydra


	task_name (str[#5]) – the name of the task to load






	Returns:

	Task










	
load_experiment_config_from_hydra(cfg: DictConfig) → ExperimentConfig

	Returns a ExperimentConfig from hydra config.


	Parameters:

	cfg (DictConfig) – the experiment config dictionary from hydra



	Returns:

	ExperimentConfig










	
load_algorithm_config_from_hydra(cfg: DictConfig) → AlgorithmConfig

	Returns a AlgorithmConfig from hydra config.


	Parameters:

	cfg (DictConfig) – the algorithm config dictionary from hydra



	Returns:

	AlgorithmConfig










	
load_model_config_from_hydra(cfg: DictConfig) → ModelConfig

	Returns a ModelConfig from hydra config.


	Parameters:

	cfg (DictConfig) – the model config dictionary from hydra



	Returns:

	ModelConfig











benchmarl.eval_results


	
get_raw_dict_from_multirun_folder(multirun_folder: str[#6]) → Dict[#7]

	Get the marl-eval input dictionary from the folder of a hydra multirun.

Examples

from benchmarl.eval_results import get_raw_dict_from_multirun_folder, Plotting
raw_dict = get_raw_dict_from_multirun_folder(
    multirun_folder="some_prefix/multirun/2023-09-22/17-21-34"
)
processed_data = Plotting.process_data(raw_dict)






	Parameters:

	multirun_folder (str[#8]) – the absolute path to the multirun folder



	Returns:

	the dict obtained by merging all the json files in the multirun










	
load_and_merge_json_dicts(json_input_files: List[#9][str[#10]], json_output_file: str[#11] | None[#12] = None) → Dict[#13]

	Loads and merges json dictionaries to form the marl-eval input dictionary .


	Parameters:

	
	json_input_files (list[#14] of str[#15]) – a list containing the absolute paths to the json files


	json_output_file (str[#16], optional) – if specified, the merged dictionary will be also written
to the file in this absolute path






	Returns:

	the dict obtained by merging all the json files










	
class Plotting

	Class containing static utilities for plotting in marl-eval.

Examples

>>> from benchmarl.eval_results import get_raw_dict_from_multirun_folder, Plotting
>>> raw_dict = get_raw_dict_from_multirun_folder(
... multirun_folder="some_prefix/multirun/2023-09-22/17-21-34"
... )
>>> processed_data = Plotting.process_data(raw_dict)
... (
...     environment_comparison_matrix,
...     sample_efficiency_matrix,
... ) = Plotting.create_matrices(processed_data, env_name="vmas")
>>> Plotting.performance_profile_figure(
...     environment_comparison_matrix=environment_comparison_matrix
... )
>>> Plotting.aggregate_scores(
...     environment_comparison_matrix=environment_comparison_matrix
... )
>>> Plotting.environemnt_sample_efficiency_curves(
...     sample_effeciency_matrix=sample_efficiency_matrix
... )
>>> Plotting.task_sample_efficiency_curves(
...     processed_data=processed_data, env="vmas", task="navigation"
... )
>>> plt.show()






	
METRICS_TO_NORMALIZE = ['return']

	




	
METRIC_TO_PLOT = 'return'

	




	
static process_data(raw_data: Dict[#17]) → Dict[#18]

	Call data_process_pipeline to normalize the chosen metrics and to clean the data


	Parameters:

	raw_data (dict[#19]) – the input data



	Returns:

	the processed dict










	
static create_matrices(processed_data, env_name: str[#20])

	




	
static performance_profile_figure(environment_comparison_matrix)

	




	
static aggregate_scores(environment_comparison_matrix)

	




	
static probability_of_improvement(environment_comparison_matrix, algorithms_to_compare: List[#21][List[#22][str[#23]]])

	




	
static environemnt_sample_efficiency_curves(sample_effeciency_matrix)

	




	
static task_sample_efficiency_curves(processed_data, task, env)

	









Footnotes



[#1]
https://docs.python.org/3/library/constants.html#None



[#2]
https://docs.python.org/3/library/stdtypes.html#str



[#3]
https://docs.python.org/3/library/stdtypes.html#str



[#4]
https://docs.python.org/3/library/stdtypes.html#str



[#5]
https://docs.python.org/3/library/stdtypes.html#str



[#6]
https://docs.python.org/3/library/stdtypes.html#str



[#7]
https://docs.python.org/3/library/typing.html#typing.Dict



[#8]
https://docs.python.org/3/library/stdtypes.html#str



[#9]
https://docs.python.org/3/library/typing.html#typing.List



[#10]
https://docs.python.org/3/library/stdtypes.html#str



[#11]
https://docs.python.org/3/library/stdtypes.html#str



[#12]
https://docs.python.org/3/library/constants.html#None



[#13]
https://docs.python.org/3/library/typing.html#typing.Dict



[#14]
https://docs.python.org/3/library/stdtypes.html#list



[#15]
https://docs.python.org/3/library/stdtypes.html#str



[#16]
https://docs.python.org/3/library/stdtypes.html#str



[#17]
https://docs.python.org/3/library/typing.html#typing.Dict



[#18]
https://docs.python.org/3/library/typing.html#typing.Dict



[#19]
https://docs.python.org/3/library/stdtypes.html#dict



[#20]
https://docs.python.org/3/library/stdtypes.html#str



[#21]
https://docs.python.org/3/library/typing.html#typing.List



[#22]
https://docs.python.org/3/library/typing.html#typing.List



[#23]
https://docs.python.org/3/library/stdtypes.html#str
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benchmarl.experiment


Contents


	Experiment


	Callback






Experiment



	Experiment

	Main experiment class in BenchMARL.



	ExperimentConfig

	Configuration class for experiments.








Callback



	Callback

	A Callback that can be added to experiments.
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benchmarl.experiment.Experiment


	
class Experiment(task: Task, algorithm_config: AlgorithmConfig, model_config: ModelConfig, seed: int[#1], config: ExperimentConfig, critic_model_config: ModelConfig | None[#2] = None, callbacks: List[#3][Callback] | None[#4] = None)

	Bases: CallbackNotifier

Main experiment class in BenchMARL.


	Parameters:

	
	task (Task) – the task configuration


	algorithm_config (AlgorithmConfig) – the algorithm configuration


	model_config (ModelConfig) – the policy model configuration


	seed (int[#5]) – the seed for the experiment


	config (ExperimentConfig) – the experiment config


	critic_model_config (ModelConfig, optional) – the policy model configuration.
If None, it defaults to model_config


	callbacks (list[#6] of Callback, optional) – callbacks for this experiment









	
property on_policy: bool[#7]

	Whether the algorithm has to be run on policy.






	
run()

	Run the experiment until completion.






	
close()

	Close the experiment.






	
state_dict() → OrderedDict[#8]

	Get the state_dict for the experiment.






	
load_state_dict(state_dict: Dict[#9]) → None[#10]

	Load the state_dict for the experiment.


	Parameters:

	state_dict (dict[#11]) – the state dict














Footnotes



[#1]
https://docs.python.org/3/library/functions.html#int



[#2]
https://docs.python.org/3/library/constants.html#None



[#3]
https://docs.python.org/3/library/typing.html#typing.List



[#4]
https://docs.python.org/3/library/constants.html#None



[#5]
https://docs.python.org/3/library/functions.html#int



[#6]
https://docs.python.org/3/library/stdtypes.html#list



[#7]
https://docs.python.org/3/library/functions.html#bool



[#8]
https://docs.python.org/3/library/collections.html#collections.OrderedDict



[#9]
https://docs.python.org/3/library/typing.html#typing.Dict



[#10]
https://docs.python.org/3/library/constants.html#None



[#11]
https://docs.python.org/3/library/stdtypes.html#dict
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benchmarl.experiment.ExperimentConfig


	
class ExperimentConfig(sampling_device: str[#1], train_device: str[#2], share_policy_params: bool[#3], prefer_continuous_actions: bool[#4], gamma: float[#5], lr: float[#6], adam_eps: float[#7], clip_grad_norm: bool[#8], clip_grad_val: float[#9] | None[#10], soft_target_update: bool[#11], polyak_tau: float[#12], hard_target_update_frequency: int[#13], exploration_eps_init: float[#14], exploration_eps_end: float[#15], exploration_anneal_frames: int[#16] | None[#17], max_n_iters: int[#18] | None[#19], max_n_frames: int[#20] | None[#21], on_policy_collected_frames_per_batch: int[#22], on_policy_n_envs_per_worker: int[#23], on_policy_n_minibatch_iters: int[#24], on_policy_minibatch_size: int[#25], off_policy_collected_frames_per_batch: int[#26], off_policy_n_envs_per_worker: int[#27], off_policy_n_optimizer_steps: int[#28], off_policy_train_batch_size: int[#29], off_policy_memory_size: int[#30], off_policy_init_random_frames: int[#31], evaluation: bool[#32], render: bool[#33], evaluation_interval: int[#34], evaluation_episodes: int[#35], evaluation_deterministic_actions: bool[#36], loggers: List[#37][str[#38]], create_json: bool[#39], save_folder: str[#40] | None[#41], restore_file: str[#42] | None[#43], checkpoint_interval: float[#44])

	Bases: object[#45]

Configuration class for experiments.
This class acts as a schema for loading and validating yaml configurations.

Parameters in this class aim to be agnostic of the algorithm, task or model used.
To know their meaning, please check out the descriptions in benchmarl/conf/experiment/base_experiment.yaml


	
sampling_device: str[#46] = <dataclasses._MISSING_TYPE object>

	




	
train_device: str[#47] = <dataclasses._MISSING_TYPE object>

	




	
share_policy_params: bool[#48] = <dataclasses._MISSING_TYPE object>

	




	
prefer_continuous_actions: bool[#49] = <dataclasses._MISSING_TYPE object>

	




	
gamma: float[#50] = <dataclasses._MISSING_TYPE object>

	




	
lr: float[#51] = <dataclasses._MISSING_TYPE object>

	




	
adam_eps: float[#52] = <dataclasses._MISSING_TYPE object>

	




	
clip_grad_norm: bool[#53] = <dataclasses._MISSING_TYPE object>

	




	
clip_grad_val: float[#54] | None[#55] = <dataclasses._MISSING_TYPE object>

	




	
soft_target_update: bool[#56] = <dataclasses._MISSING_TYPE object>

	




	
polyak_tau: float[#57] = <dataclasses._MISSING_TYPE object>

	




	
hard_target_update_frequency: int[#58] = <dataclasses._MISSING_TYPE object>

	




	
exploration_eps_init: float[#59] = <dataclasses._MISSING_TYPE object>

	




	
exploration_eps_end: float[#60] = <dataclasses._MISSING_TYPE object>

	




	
exploration_anneal_frames: int[#61] | None[#62] = <dataclasses._MISSING_TYPE object>

	




	
max_n_iters: int[#63] | None[#64] = <dataclasses._MISSING_TYPE object>

	




	
max_n_frames: int[#65] | None[#66] = <dataclasses._MISSING_TYPE object>

	




	
on_policy_collected_frames_per_batch: int[#67] = <dataclasses._MISSING_TYPE object>

	




	
on_policy_n_envs_per_worker: int[#68] = <dataclasses._MISSING_TYPE object>

	




	
on_policy_n_minibatch_iters: int[#69] = <dataclasses._MISSING_TYPE object>

	




	
on_policy_minibatch_size: int[#70] = <dataclasses._MISSING_TYPE object>

	




	
off_policy_collected_frames_per_batch: int[#71] = <dataclasses._MISSING_TYPE object>

	




	
off_policy_n_envs_per_worker: int[#72] = <dataclasses._MISSING_TYPE object>

	




	
off_policy_n_optimizer_steps: int[#73] = <dataclasses._MISSING_TYPE object>

	




	
off_policy_train_batch_size: int[#74] = <dataclasses._MISSING_TYPE object>

	




	
off_policy_memory_size: int[#75] = <dataclasses._MISSING_TYPE object>

	




	
off_policy_init_random_frames: int[#76] = <dataclasses._MISSING_TYPE object>

	




	
evaluation: bool[#77] = <dataclasses._MISSING_TYPE object>

	




	
render: bool[#78] = <dataclasses._MISSING_TYPE object>

	




	
evaluation_interval: int[#79] = <dataclasses._MISSING_TYPE object>

	




	
evaluation_episodes: int[#80] = <dataclasses._MISSING_TYPE object>

	




	
evaluation_deterministic_actions: bool[#81] = <dataclasses._MISSING_TYPE object>

	




	
loggers: List[#82][str[#83]] = <dataclasses._MISSING_TYPE object>

	




	
create_json: bool[#84] = <dataclasses._MISSING_TYPE object>

	




	
save_folder: str[#85] | None[#86] = <dataclasses._MISSING_TYPE object>

	




	
restore_file: str[#87] | None[#88] = <dataclasses._MISSING_TYPE object>

	




	
checkpoint_interval: float[#89] = <dataclasses._MISSING_TYPE object>

	




	
train_batch_size(on_policy: bool[#90]) → int[#91]

	The batch size of tensors used for training


	Parameters:

	on_policy (bool[#92]) – is the algorithms on_policy










	
train_minibatch_size(on_policy: bool[#93]) → int[#94]

	The minibatch size of tensors used for training.
On-policy algorithms are trained by splitting the train_batch_size (equal to the collected frames) into minibatches.
Off-policy algorithms do not go through this process and thus have the train_minibatch_size==train_batch_size


	Parameters:

	on_policy (bool[#95]) – is the algorithms on_policy










	
n_optimizer_steps(on_policy: bool[#96]) → int[#97]

	Number of times to loop over the training step per collection iteration.


	Parameters:

	on_policy (bool[#98]) – is the algorithms on_policy










	
replay_buffer_memory_size(on_policy: bool[#99]) → int[#100]

	Size of the replay buffer memory in terms of frames


	Parameters:

	on_policy (bool[#101]) – is the algorithms on_policy










	
collected_frames_per_batch(on_policy: bool[#102]) → int[#103]

	Number of collected frames per collection iteration.



	Args:
	on_policy (bool): is the algorithms on_policy













	
n_envs_per_worker(on_policy: bool[#104]) → int[#105]

	Number of environments used for collection


	In vectorized environments, this will be the vectorized batch_size.


	In other environments, this will be emulated by running them sequentially.





	Parameters:

	on_policy (bool[#106]) – is the algorithms on_policy










	
get_max_n_frames(on_policy: bool[#107]) → int[#108]

	Get the maximum number of frames collected before the experiment ends.


	Parameters:

	on_policy (bool[#109]) – is the algorithms on_policy










	
get_max_n_iters(on_policy: bool[#110]) → int[#111]

	Get the maximum number of experiment iterations before the experiment ends.


	Parameters:

	on_policy (bool[#112]) – is the algorithms on_policy










	
get_exploration_anneal_frames(on_policy: bool[#113])

	Get the number of frames for exploration annealing.
If self.exploration_anneal_frames is None this will be a third of the total frames to collect.


	Parameters:

	on_policy (bool[#114]) – is the algorithms on_policy










	
static get_from_yaml(path: str[#115] | None[#116] = None)

	Load the experiment configuration from yaml


	Parameters:

	path (str[#117], optional) – The full path of the yaml file to load from.
If None, it will default to
benchmarl/conf/experiment/base_experiment.yaml



	Returns:

	the loaded ExperimentConfig










	
validate(on_policy: bool[#118])

	Validates config.


	Parameters:

	on_policy (bool[#119]) – is the algorithms on_policy
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benchmarl.experiment.Callback


	
class Callback

	Bases: object[#1]

A Callback that can be added to experiments.
To create your callback, you can inherit from this class
and reimplement just the functions you need.


	
experiment

	the experiment associated to the callback


	Type:

	Experiment










	
on_setup()

	A callback called atexperiment setup.






	
on_batch_collected(batch: TensorDictBase[#2])

	A callback called at the end of every collection step.


	Parameters:

	batch (TensorDictBase) – batch of collected data










	
on_train_step(batch: TensorDictBase[#3], group: str[#4]) → TensorDictBase[#5]

	A callback called for every training step.


	Parameters:

	
	batch (TensorDictBase) – tensordict with the training batch


	group (str[#6]) – group name






	Returns:

	a new tensordict containing the loss values



	Return type:

	TensorDictBase










	
on_train_end(training_td: TensorDictBase[#7], group: str[#8])

	A callback called at the end of training.


	Parameters:

	
	training_td (TensorDictBase) – tensordict containing the loss values


	group (str[#9]) – group name













	
on_evaluation_end(rollouts: List[#10][TensorDictBase[#11]])

	A callback called at the end of every training step.


	Parameters:

	rollouts (list[#12] of TensorDictBase) – tensordict containing the loss values
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Contents


	Benchmark






Benchmark


	
class Benchmark(algorithm_configs: Sequence[#1][AlgorithmConfig], model_config: ModelConfig, tasks: Sequence[#2][Task], seeds: Set[#3][int[#4]], experiment_config: ExperimentConfig, critic_model_config: ModelConfig | None[#5] = None)

	A benchmark.

Benchmarks are collections of experiments to compare.


	Parameters:

	
	algorithm_configs (list[#6] of AlgorithmConfig) – the algorithms to benchmark


	model_config (ModelConfig) – the config of the policy model


	tasks (list[#7] of Task) – the tasks to benchmark


	seeds (set[#8] of int[#9]) – the seeds for the benchmark


	experiment_config (ExperimentConfig) – the experiment config


	critic_model_config (ModelConfig, optional) – the config of the critic model. Defaults to model_config









	
property n_experiments

	The number of experiments in the benchmark.






	
get_experiments() → Iterator[#10][Experiment]

	Yields one experiment at a time






	
run_sequential()

	Run all the experiments in the benchmark in a sequence.
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benchmarl.algorithms


Contents


	Common


	Algorithms





Here you can find the algorithm table.


Common



	Algorithm

	Abstract class for an algorithm.



	AlgorithmConfig

	Dataclass representing an algorithm configuration.








Algorithms



	Iddpg

	Same as Maddpg (from https://arxiv.org/abs/1706.02275) but with decentralized critics.



	IddpgConfig

	Configuration dataclass for Iddpg.



	Ippo

	Independent PPO (from https://arxiv.org/abs/2011.09533).



	IppoConfig

	Configuration dataclass for Ippo.



	Iql

	Independent Q Learning (from https://www.semanticscholar.org/paper/Multi-Agent-Reinforcement-Learning%3A-Independent-Tan/59de874c1e547399b695337bcff23070664fa66e).



	IqlConfig

	Configuration dataclass for Iql.



	Isac

	Independent Soft Actor Critic.



	IsacConfig

	Configuration dataclass for Isac.



	Maddpg

	Multi Agent DDPG (from https://arxiv.org/abs/1706.02275).



	MaddpgConfig

	Configuration dataclass for Maddpg.



	Mappo

	Multi Agent PPO (from https://arxiv.org/abs/2103.01955).



	MappoConfig

	Configuration dataclass for Mappo.



	Masac

	Multi Agent Soft Actor Critic.



	MasacConfig

	Configuration dataclass for Masac.



	Qmix

	QMIX (from https://arxiv.org/abs/1803.11485).



	QmixConfig

	Configuration dataclass for Qmix.



	Vdn

	Vdn (from https://arxiv.org/abs/1706.05296).



	VdnConfig

	Configuration dataclass for Vdn.
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benchmarl.algorithms.Algorithm


	
class Algorithm(experiment)

	Bases: ABC[#1]

Abstract class for an algorithm.
This should be overridden by implemented algorithms
and all abstract methods should be implemented.


	Parameters:

	experiment (Experiment) – the experiment class






	
_check_specs()

	




	
get_loss_and_updater(group: str[#2]) → Tuple[#3][LossModule[#4], TargetNetUpdater]

	Get the LossModule and TargetNetUpdater for a specific group.
This function calls the abstract _get_loss() which needs to be implemented.
The function will cache the output at the first call and return the cached values in future calls.


	Parameters:

	group (str[#5]) – agent group of the loss and updater





Returns: LossModule and TargetNetUpdater for the group






	
get_replay_buffer(group: str[#6], transforms: List[#7][Transform[#8]] | None[#9] = None) → ReplayBuffer[#10]

	Get the ReplayBuffer for a specific group.
This function will check self.on_policy and create the buffer accordingly


	Parameters:

	
	group (str[#11]) – agent group of the loss and updater


	transforms (optional, list[#12] of Transform) – Transforms to apply to the replay buffer .sample() call








Returns: ReplayBuffer the group






	
get_policy_for_loss(group: str[#13]) → TensorDictModule[#14]

	Get the non-explorative policy for a specific group loss.
This function calls the abstract _get_policy_for_loss() which needs to be implemented.
The function will cache the output at the first call and return the cached values in future calls.


	Parameters:

	group (str[#15]) – agent group of the policy





Returns: TensorDictModule representing the policy






	
get_policy_for_collection() → TensorDictSequential[#16]

	Get the explorative policy for all groups together.
This function calls the abstract _get_policy_for_collection() which needs to be implemented.
The function will cache the output at the first call and return the cached values in future calls.

Returns: TensorDictSequential representing all explorative policies






	
get_parameters(group: str[#17]) → Dict[#18][str[#19], Iterable[#20]]

	Get the dictionary mapping loss names to the relative parameters to optimize for a given group.
This function calls the abstract _get_parameters() which needs to be implemented.

Returns: a dictionary mapping loss names to a parameters’ list






	
abstract _get_loss(group: str[#21], policy_for_loss: TensorDictModule[#22], continuous: bool[#23]) → Tuple[#24][LossModule[#25], bool[#26]]

	Implement this function to return the LossModule for a specific group.


	Parameters:

	
	group (str[#27]) – agent group of the loss


	policy_for_loss (TensorDictModule) – the policy to use in the loss


	continuous (bool[#28]) – whether to return a loss for continuous or discrete actions








Returns: LossModule and a bool representing if the loss should have target parameters






	
abstract _get_parameters(group: str[#29], loss: LossModule[#30]) → Dict[#31][str[#32], Iterable[#33]]

	Get the dictionary mapping loss names to the relative parameters to optimize for a given group loss.

Returns: a dictionary mapping loss names to a parameters’ list






	
abstract _get_policy_for_loss(group: str[#34], model_config: ModelConfig, continuous: bool[#35]) → TensorDictModule[#36]

	Get the non-explorative policy for a specific group.


	Parameters:

	
	group (str[#37]) – agent group of the policy


	model_config (ModelConfig) – model config class


	continuous (bool[#38]) – whether the policy should be continuous or discrete








Returns: TensorDictModule representing the policy






	
abstract _get_policy_for_collection(policy_for_loss: TensorDictModule[#39], group: str[#40], continuous: bool[#41]) → TensorDictModule[#42]

	Implement this function to add an explorative layer to the policy used in the loss.


	Parameters:

	
	policy_for_loss (TensorDictModule) – the group policy used in the loss


	group (str[#43]) – agent group


	continuous (bool[#44]) – whether the policy is continuous or discrete








Returns: TensorDictModule representing the explorative policy






	
abstract process_batch(group: str[#45], batch: TensorDictBase[#46]) → TensorDictBase[#47]

	This function can be used to reshape data coming from collection before it is passed to the policy.


	Parameters:

	
	group (str[#48]) – agent group


	batch (TensorDictBase) – the batch of data coming from the collector








Returns: the processed batch






	
process_loss_vals(group: str[#49], loss_vals: TensorDictBase[#50]) → TensorDictBase[#51]

	Here you can modify the loss_vals tensordict containing entries loss_name->loss_value
For example, you can sum two entries in a new entry, to optimize them together.


	Parameters:

	
	group (str[#52]) – agent group


	loss_vals (TensorDictBase) – the tensordict returned by the loss forward method








Returns: the processed loss_vals






	
_abc_impl = <_abc._abc_data object>
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class AlgorithmConfig

	Bases: object[#1]

Dataclass representing an algorithm configuration.
This should be overridden by implemented algorithms.
Implementors should:



	add configuration parameters for their algorithm


	implement all abstract methods








	
get_algorithm(experiment) → Algorithm

	Main function to turn the config into the associated algorithm


	Parameters:

	experiment (Experiment) – the experiment class





Returns: the Algorithm






	
static _load_from_yaml(name: str[#2]) → Dict[#3][str[#4], Any[#5]]

	




	
classmethod get_from_yaml(path: str[#6] | None[#7] = None)

	Load the algorithm configuration from yaml


	Parameters:

	path (str[#8], optional) – The full path of the yaml file to load from.
If None, it will default to
benchmarl/conf/algorithm/self.associated_class().__name__





Returns: the loaded AlgorithmConfig






	
abstract static associated_class() → Type[#9][Algorithm]

	The algorithm class associated to the config






	
abstract static on_policy() → bool[#10]

	If the algorithm has to be run on policy or off policy






	
abstract static supports_continuous_actions() → bool[#11]

	If the algorithm supports continuous actions






	
abstract static supports_discrete_actions() → bool[#12]

	If the algorithm supports discrete actions
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class Iddpg(share_param_critic: bool[#1], loss_function: str[#2], delay_value: bool[#3], use_tanh_mapping: bool[#4], **kwargs)

	Bases: Algorithm

Same as Maddpg (from https://arxiv.org/abs/1706.02275) but with decentralized critics.


	Parameters:

	
	share_param_critic (bool[#5]) – Whether to share the parameters of the critics withing agent groups


	loss_function (str[#6]) – loss function for the value discrepancy. Can be one of “l1”, “l2” or “smooth_l1”.


	delay_value (bool[#7]) – whether to separate the target value networks from the value networks used for
data collection.


	use_tanh_mapping (bool[#8]) – if True, use squash actions (output by the policy) into the action range, otherwise
clip them.









	
_get_loss(group: str[#9], policy_for_loss: TensorDictModule[#10], continuous: bool[#11]) → Tuple[#12][LossModule[#13], bool[#14]]

	Implement this function to return the LossModule for a specific group.


	Parameters:

	
	group (str[#15]) – agent group of the loss


	policy_for_loss (TensorDictModule) – the policy to use in the loss


	continuous (bool[#16]) – whether to return a loss for continuous or discrete actions








Returns: LossModule and a bool representing if the loss should have target parameters






	
_get_parameters(group: str[#17], loss: LossModule[#18]) → Dict[#19][str[#20], Iterable[#21]]

	Get the dictionary mapping loss names to the relative parameters to optimize for a given group loss.

Returns: a dictionary mapping loss names to a parameters’ list






	
_get_policy_for_loss(group: str[#22], model_config: ModelConfig, continuous: bool[#23]) → TensorDictModule[#24]

	Get the non-explorative policy for a specific group.


	Parameters:

	
	group (str[#25]) – agent group of the policy


	model_config (ModelConfig) – model config class


	continuous (bool[#26]) – whether the policy should be continuous or discrete








Returns: TensorDictModule representing the policy






	
_get_policy_for_collection(policy_for_loss: TensorDictModule[#27], group: str[#28], continuous: bool[#29]) → TensorDictModule[#30]

	Implement this function to add an explorative layer to the policy used in the loss.


	Parameters:

	
	policy_for_loss (TensorDictModule) – the group policy used in the loss


	group (str[#31]) – agent group


	continuous (bool[#32]) – whether the policy is continuous or discrete








Returns: TensorDictModule representing the explorative policy






	
process_batch(group: str[#33], batch: TensorDictBase[#34]) → TensorDictBase[#35]

	This function can be used to reshape data coming from collection before it is passed to the policy.


	Parameters:

	
	group (str[#36]) – agent group


	batch (TensorDictBase) – the batch of data coming from the collector








Returns: the processed batch






	
get_value_module(group: str[#37]) → TensorDictModule[#38]

	




	
_abc_impl = <_abc._abc_data object>
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class IddpgConfig(share_param_critic: bool[#1], loss_function: str[#2], delay_value: bool[#3], use_tanh_mapping: bool[#4])

	Bases: AlgorithmConfig

Configuration dataclass for Iddpg.


	
share_param_critic: bool[#5] = <dataclasses._MISSING_TYPE object>

	




	
loss_function: str[#6] = <dataclasses._MISSING_TYPE object>

	




	
delay_value: bool[#7] = <dataclasses._MISSING_TYPE object>

	




	
use_tanh_mapping: bool[#8] = <dataclasses._MISSING_TYPE object>

	




	
static associated_class() → Type[#9][Algorithm]

	The algorithm class associated to the config






	
static supports_continuous_actions() → bool[#10]

	If the algorithm supports continuous actions






	
static supports_discrete_actions() → bool[#11]

	If the algorithm supports discrete actions






	
static on_policy() → bool[#12]

	If the algorithm has to be run on policy or off policy
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class Ippo(share_param_critic: bool[#1], clip_epsilon: float[#2], entropy_coef: bool[#3], critic_coef: float[#4], loss_critic_type: str[#5], lmbda: float[#6], scale_mapping: str[#7], use_tanh_normal: bool[#8], **kwargs)

	Bases: Algorithm

Independent PPO (from https://arxiv.org/abs/2011.09533).


	Parameters:

	
	share_param_critic (bool[#9]) – Whether to share the parameters of the critics withing agent groups


	clip_epsilon (scalar) – weight clipping threshold in the clipped PPO loss equation.


	entropy_coef (scalar) – entropy multiplier when computing the total loss.


	critic_coef (scalar) – critic loss multiplier when computing the total


	loss_critic_type (str[#10]) – loss function for the value discrepancy.
Can be one of “l1”, “l2” or “smooth_l1”.


	lmbda (float[#11]) – The GAE lambda


	scale_mapping (str[#12]) – positive mapping function to be used with the std.
choices: “softplus”, “exp”, “relu”, “biased_softplus_1”;


	use_tanh_normal (bool[#13]) – if True, use TanhNormal as the continuyous action distribution with support bound
to the action domain. Otherwise, an IndependentNormal is used.









	
_get_loss(group: str[#14], policy_for_loss: TensorDictModule[#15], continuous: bool[#16]) → Tuple[#17][LossModule[#18], bool[#19]]

	Implement this function to return the LossModule for a specific group.


	Parameters:

	
	group (str[#20]) – agent group of the loss


	policy_for_loss (TensorDictModule) – the policy to use in the loss


	continuous (bool[#21]) – whether to return a loss for continuous or discrete actions








Returns: LossModule and a bool representing if the loss should have target parameters






	
_get_parameters(group: str[#22], loss: ClipPPOLoss[#23]) → Dict[#24][str[#25], Iterable[#26]]

	Get the dictionary mapping loss names to the relative parameters to optimize for a given group loss.

Returns: a dictionary mapping loss names to a parameters’ list






	
_get_policy_for_loss(group: str[#27], model_config: ModelConfig, continuous: bool[#28]) → TensorDictModule[#29]

	Get the non-explorative policy for a specific group.


	Parameters:

	
	group (str[#30]) – agent group of the policy


	model_config (ModelConfig) – model config class


	continuous (bool[#31]) – whether the policy should be continuous or discrete








Returns: TensorDictModule representing the policy






	
_get_policy_for_collection(policy_for_loss: TensorDictModule[#32], group: str[#33], continuous: bool[#34]) → TensorDictModule[#35]

	Implement this function to add an explorative layer to the policy used in the loss.


	Parameters:

	
	policy_for_loss (TensorDictModule) – the group policy used in the loss


	group (str[#36]) – agent group


	continuous (bool[#37]) – whether the policy is continuous or discrete








Returns: TensorDictModule representing the explorative policy






	
process_batch(group: str[#38], batch: TensorDictBase[#39]) → TensorDictBase[#40]

	This function can be used to reshape data coming from collection before it is passed to the policy.


	Parameters:

	
	group (str[#41]) – agent group


	batch (TensorDictBase) – the batch of data coming from the collector








Returns: the processed batch






	
process_loss_vals(group: str[#42], loss_vals: TensorDictBase[#43]) → TensorDictBase[#44]

	Here you can modify the loss_vals tensordict containing entries loss_name->loss_value
For example, you can sum two entries in a new entry, to optimize them together.


	Parameters:

	
	group (str[#45]) – agent group


	loss_vals (TensorDictBase) – the tensordict returned by the loss forward method








Returns: the processed loss_vals






	
get_critic(group: str[#46]) → TensorDictModule[#47]

	




	
_abc_impl = <_abc._abc_data object>
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class IppoConfig(share_param_critic: bool[#1], clip_epsilon: float[#2], entropy_coef: float[#3], critic_coef: float[#4], loss_critic_type: str[#5], lmbda: float[#6], scale_mapping: str[#7], use_tanh_normal: bool[#8])

	Bases: AlgorithmConfig

Configuration dataclass for Ippo.


	
share_param_critic: bool[#9] = <dataclasses._MISSING_TYPE object>

	




	
clip_epsilon: float[#10] = <dataclasses._MISSING_TYPE object>

	




	
entropy_coef: float[#11] = <dataclasses._MISSING_TYPE object>

	




	
critic_coef: float[#12] = <dataclasses._MISSING_TYPE object>

	




	
loss_critic_type: str[#13] = <dataclasses._MISSING_TYPE object>

	




	
lmbda: float[#14] = <dataclasses._MISSING_TYPE object>

	




	
scale_mapping: str[#15] = <dataclasses._MISSING_TYPE object>

	




	
use_tanh_normal: bool[#16] = <dataclasses._MISSING_TYPE object>

	




	
static associated_class() → Type[#17][Algorithm]

	The algorithm class associated to the config






	
static supports_continuous_actions() → bool[#18]

	If the algorithm supports continuous actions






	
static supports_discrete_actions() → bool[#19]

	If the algorithm supports discrete actions






	
static on_policy() → bool[#20]

	If the algorithm has to be run on policy or off policy
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class Iql(delay_value: bool[#1], loss_function: str[#2], **kwargs)

	Bases: Algorithm

Independent Q Learning (from https://www.semanticscholar.org/paper/Multi-Agent-Reinforcement-Learning%3A-Independent-Tan/59de874c1e547399b695337bcff23070664fa66e).


	Parameters:

	
	loss_function (str[#3]) – loss function for the value discrepancy. Can be one of “l1”, “l2” or “smooth_l1”.


	delay_value (bool[#4]) – whether to separate the target value networks from the value networks used for
data collection.









	
_get_loss(group: str[#5], policy_for_loss: TensorDictModule[#6], continuous: bool[#7]) → Tuple[#8][LossModule[#9], bool[#10]]

	Implement this function to return the LossModule for a specific group.


	Parameters:

	
	group (str[#11]) – agent group of the loss


	policy_for_loss (TensorDictModule) – the policy to use in the loss


	continuous (bool[#12]) – whether to return a loss for continuous or discrete actions








Returns: LossModule and a bool representing if the loss should have target parameters






	
_get_parameters(group: str[#13], loss: LossModule[#14]) → Dict[#15][str[#16], Iterable[#17]]

	Get the dictionary mapping loss names to the relative parameters to optimize for a given group loss.

Returns: a dictionary mapping loss names to a parameters’ list






	
_get_policy_for_loss(group: str[#18], model_config: ModelConfig, continuous: bool[#19]) → TensorDictModule[#20]

	Get the non-explorative policy for a specific group.


	Parameters:

	
	group (str[#21]) – agent group of the policy


	model_config (ModelConfig) – model config class


	continuous (bool[#22]) – whether the policy should be continuous or discrete








Returns: TensorDictModule representing the policy






	
_get_policy_for_collection(policy_for_loss: TensorDictModule[#23], group: str[#24], continuous: bool[#25]) → TensorDictModule[#26]

	Implement this function to add an explorative layer to the policy used in the loss.


	Parameters:

	
	policy_for_loss (TensorDictModule) – the group policy used in the loss


	group (str[#27]) – agent group


	continuous (bool[#28]) – whether the policy is continuous or discrete








Returns: TensorDictModule representing the explorative policy






	
process_batch(group: str[#29], batch: TensorDictBase[#30]) → TensorDictBase[#31]

	This function can be used to reshape data coming from collection before it is passed to the policy.


	Parameters:

	
	group (str[#32]) – agent group


	batch (TensorDictBase) – the batch of data coming from the collector








Returns: the processed batch






	
_abc_impl = <_abc._abc_data object>
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class IqlConfig(delay_value: bool[#1], loss_function: str[#2])

	Bases: AlgorithmConfig

Configuration dataclass for Iql.


	
delay_value: bool[#3] = <dataclasses._MISSING_TYPE object>

	




	
loss_function: str[#4] = <dataclasses._MISSING_TYPE object>

	




	
static associated_class() → Type[#5][Algorithm]

	The algorithm class associated to the config






	
static supports_continuous_actions() → bool[#6]

	If the algorithm supports continuous actions






	
static supports_discrete_actions() → bool[#7]

	If the algorithm supports discrete actions






	
static on_policy() → bool[#8]

	If the algorithm has to be run on policy or off policy
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class Isac(share_param_critic: bool[#1], num_qvalue_nets: int[#2], loss_function: str[#3], delay_qvalue: bool[#4], target_entropy: float[#5] | str[#6], discrete_target_entropy_weight: float[#7], alpha_init: float[#8], min_alpha: float[#9] | None[#10], max_alpha: float[#11] | None[#12], fixed_alpha: bool[#13], scale_mapping: str[#14], use_tanh_normal: bool[#15], **kwargs)

	Bases: Algorithm

Independent Soft Actor Critic.


	Parameters:

	
	share_param_critic (bool[#16]) – Whether to share the parameters of the critics withing agent groups


	num_qvalue_nets (integer) – number of Q-Value networks used.


	loss_function (str[#17]) – loss function to be used with
the value function loss.


	delay_qvalue (bool[#18]) – Whether to separate the target Q value
networks from the Q value networks used for data collection.


	target_entropy (float[#19] or str[#20], optional) – Target entropy for the
stochastic policy. Default is “auto”, where target entropy is
computed as -prod(n_actions).


	discrete_target_entropy_weight (float[#21]) – weight for the target entropy term when actions are discrete


	alpha_init (float[#22]) – initial entropy multiplier.


	min_alpha (float[#23]) – min value of alpha.


	max_alpha (float[#24]) – max value of alpha.


	fixed_alpha (bool[#25]) – if True, alpha will be fixed to its
initial value. Otherwise, alpha will be optimized to
match the ‘target_entropy’ value.


	scale_mapping (str[#26]) – positive mapping function to be used with the std.
choices: “softplus”, “exp”, “relu”, “biased_softplus_1”;


	use_tanh_normal (bool[#27]) – if True, use TanhNormal as the continuyous action distribution with support bound
to the action domain. Otherwise, an IndependentNormal is used.









	
_get_loss(group: str[#28], policy_for_loss: TensorDictModule[#29], continuous: bool[#30]) → Tuple[#31][LossModule[#32], bool[#33]]

	Implement this function to return the LossModule for a specific group.


	Parameters:

	
	group (str[#34]) – agent group of the loss


	policy_for_loss (TensorDictModule) – the policy to use in the loss


	continuous (bool[#35]) – whether to return a loss for continuous or discrete actions








Returns: LossModule and a bool representing if the loss should have target parameters






	
_get_parameters(group: str[#36], loss: LossModule[#37]) → Dict[#38][str[#39], Iterable[#40]]

	Get the dictionary mapping loss names to the relative parameters to optimize for a given group loss.

Returns: a dictionary mapping loss names to a parameters’ list






	
_get_policy_for_loss(group: str[#41], model_config: ModelConfig, continuous: bool[#42]) → TensorDictModule[#43]

	Get the non-explorative policy for a specific group.


	Parameters:

	
	group (str[#44]) – agent group of the policy


	model_config (ModelConfig) – model config class


	continuous (bool[#45]) – whether the policy should be continuous or discrete








Returns: TensorDictModule representing the policy






	
_get_policy_for_collection(policy_for_loss: TensorDictModule[#46], group: str[#47], continuous: bool[#48]) → TensorDictModule[#49]

	Implement this function to add an explorative layer to the policy used in the loss.


	Parameters:

	
	policy_for_loss (TensorDictModule) – the group policy used in the loss


	group (str[#50]) – agent group


	continuous (bool[#51]) – whether the policy is continuous or discrete








Returns: TensorDictModule representing the explorative policy






	
process_batch(group: str[#52], batch: TensorDictBase[#53]) → TensorDictBase[#54]

	This function can be used to reshape data coming from collection before it is passed to the policy.


	Parameters:

	
	group (str[#55]) – agent group


	batch (TensorDictBase) – the batch of data coming from the collector








Returns: the processed batch






	
get_discrete_value_module(group: str[#56]) → TensorDictModule[#57]

	




	
get_continuous_value_module(group: str[#58]) → TensorDictModule[#59]

	




	
_abc_impl = <_abc._abc_data object>
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class IsacConfig(share_param_critic: bool[#1], num_qvalue_nets: int[#2], loss_function: str[#3], delay_qvalue: bool[#4], target_entropy: float[#5] | str[#6], discrete_target_entropy_weight: float[#7], alpha_init: float[#8], min_alpha: float[#9] | None[#10], max_alpha: float[#11] | None[#12], fixed_alpha: bool[#13], scale_mapping: str[#14], use_tanh_normal: bool[#15])

	Bases: AlgorithmConfig

Configuration dataclass for Isac.


	
share_param_critic: bool[#16] = <dataclasses._MISSING_TYPE object>

	




	
num_qvalue_nets: int[#17] = <dataclasses._MISSING_TYPE object>

	




	
loss_function: str[#18] = <dataclasses._MISSING_TYPE object>

	




	
delay_qvalue: bool[#19] = <dataclasses._MISSING_TYPE object>

	




	
target_entropy: float[#20] | str[#21] = <dataclasses._MISSING_TYPE object>

	




	
discrete_target_entropy_weight: float[#22] = <dataclasses._MISSING_TYPE object>

	




	
alpha_init: float[#23] = <dataclasses._MISSING_TYPE object>

	




	
min_alpha: float[#24] | None[#25] = <dataclasses._MISSING_TYPE object>

	




	
max_alpha: float[#26] | None[#27] = <dataclasses._MISSING_TYPE object>

	




	
fixed_alpha: bool[#28] = <dataclasses._MISSING_TYPE object>

	




	
scale_mapping: str[#29] = <dataclasses._MISSING_TYPE object>

	




	
use_tanh_normal: bool[#30] = <dataclasses._MISSING_TYPE object>

	




	
static associated_class() → Type[#31][Algorithm]

	The algorithm class associated to the config






	
static supports_continuous_actions() → bool[#32]

	If the algorithm supports continuous actions






	
static supports_discrete_actions() → bool[#33]

	If the algorithm supports discrete actions






	
static on_policy() → bool[#34]

	If the algorithm has to be run on policy or off policy
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class Maddpg(share_param_critic: bool[#1], loss_function: str[#2], delay_value: bool[#3], use_tanh_mapping: bool[#4], **kwargs)

	Bases: Algorithm

Multi Agent DDPG (from https://arxiv.org/abs/1706.02275).


	Parameters:

	
	share_param_critic (bool[#5]) – Whether to share the parameters of the critics withing agent groups


	loss_function (str[#6]) – loss function for the value discrepancy. Can be one of “l1”, “l2” or “smooth_l1”.


	delay_value (bool[#7]) – whether to separate the target value networks from the value networks used for
data collection.


	use_tanh_mapping (bool[#8]) – if True, use squash actions (output by the policy) into the action range, otherwise
clip them.









	
_get_loss(group: str[#9], policy_for_loss: TensorDictModule[#10], continuous: bool[#11]) → Tuple[#12][LossModule[#13], bool[#14]]

	Implement this function to return the LossModule for a specific group.


	Parameters:

	
	group (str[#15]) – agent group of the loss


	policy_for_loss (TensorDictModule) – the policy to use in the loss


	continuous (bool[#16]) – whether to return a loss for continuous or discrete actions








Returns: LossModule and a bool representing if the loss should have target parameters






	
_get_parameters(group: str[#17], loss: LossModule[#18]) → Dict[#19][str[#20], Iterable[#21]]

	Get the dictionary mapping loss names to the relative parameters to optimize for a given group loss.

Returns: a dictionary mapping loss names to a parameters’ list






	
_get_policy_for_loss(group: str[#22], model_config: ModelConfig, continuous: bool[#23]) → TensorDictModule[#24]

	Get the non-explorative policy for a specific group.


	Parameters:

	
	group (str[#25]) – agent group of the policy


	model_config (ModelConfig) – model config class


	continuous (bool[#26]) – whether the policy should be continuous or discrete








Returns: TensorDictModule representing the policy






	
_get_policy_for_collection(policy_for_loss: TensorDictModule[#27], group: str[#28], continuous: bool[#29]) → TensorDictModule[#30]

	Implement this function to add an explorative layer to the policy used in the loss.


	Parameters:

	
	policy_for_loss (TensorDictModule) – the group policy used in the loss


	group (str[#31]) – agent group


	continuous (bool[#32]) – whether the policy is continuous or discrete








Returns: TensorDictModule representing the explorative policy






	
process_batch(group: str[#33], batch: TensorDictBase[#34]) → TensorDictBase[#35]

	This function can be used to reshape data coming from collection before it is passed to the policy.


	Parameters:

	
	group (str[#36]) – agent group


	batch (TensorDictBase) – the batch of data coming from the collector








Returns: the processed batch






	
get_value_module(group: str[#37]) → TensorDictModule[#38]

	




	
_abc_impl = <_abc._abc_data object>
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benchmarl.algorithms.MaddpgConfig


	
class MaddpgConfig(share_param_critic: bool[#1], loss_function: str[#2], delay_value: bool[#3], use_tanh_mapping: bool[#4])

	Bases: AlgorithmConfig

Configuration dataclass for Maddpg.


	
share_param_critic: bool[#5] = <dataclasses._MISSING_TYPE object>

	




	
loss_function: str[#6] = <dataclasses._MISSING_TYPE object>

	




	
delay_value: bool[#7] = <dataclasses._MISSING_TYPE object>

	




	
use_tanh_mapping: bool[#8] = <dataclasses._MISSING_TYPE object>

	




	
static associated_class() → Type[#9][Algorithm]

	The algorithm class associated to the config






	
static supports_continuous_actions() → bool[#10]

	If the algorithm supports continuous actions






	
static supports_discrete_actions() → bool[#11]

	If the algorithm supports discrete actions






	
static on_policy() → bool[#12]

	If the algorithm has to be run on policy or off policy
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class Mappo(share_param_critic: bool[#1], clip_epsilon: float[#2], entropy_coef: bool[#3], critic_coef: float[#4], loss_critic_type: str[#5], lmbda: float[#6], scale_mapping: str[#7], use_tanh_normal: bool[#8], **kwargs)

	Bases: Algorithm

Multi Agent PPO (from https://arxiv.org/abs/2103.01955).


	Parameters:

	
	share_param_critic (bool[#9]) – Whether to share the parameters of the critics withing agent groups


	clip_epsilon (scalar) – weight clipping threshold in the clipped PPO loss equation.


	entropy_coef (scalar) – entropy multiplier when computing the total loss.


	critic_coef (scalar) – critic loss multiplier when computing the total


	loss_critic_type (str[#10]) – loss function for the value discrepancy.
Can be one of “l1”, “l2” or “smooth_l1”.


	lmbda (float[#11]) – The GAE lambda


	scale_mapping (str[#12]) – positive mapping function to be used with the std.
choices: “softplus”, “exp”, “relu”, “biased_softplus_1”;


	use_tanh_normal (bool[#13]) – if True, use TanhNormal as the continuyous action distribution with support bound
to the action domain. Otherwise, an IndependentNormal is used.









	
_get_loss(group: str[#14], policy_for_loss: TensorDictModule[#15], continuous: bool[#16]) → Tuple[#17][LossModule[#18], bool[#19]]

	Implement this function to return the LossModule for a specific group.


	Parameters:

	
	group (str[#20]) – agent group of the loss


	policy_for_loss (TensorDictModule) – the policy to use in the loss


	continuous (bool[#21]) – whether to return a loss for continuous or discrete actions








Returns: LossModule and a bool representing if the loss should have target parameters






	
_get_parameters(group: str[#22], loss: ClipPPOLoss[#23]) → Dict[#24][str[#25], Iterable[#26]]

	Get the dictionary mapping loss names to the relative parameters to optimize for a given group loss.

Returns: a dictionary mapping loss names to a parameters’ list






	
_get_policy_for_loss(group: str[#27], model_config: ModelConfig, continuous: bool[#28]) → TensorDictModule[#29]

	Get the non-explorative policy for a specific group.


	Parameters:

	
	group (str[#30]) – agent group of the policy


	model_config (ModelConfig) – model config class


	continuous (bool[#31]) – whether the policy should be continuous or discrete








Returns: TensorDictModule representing the policy






	
_get_policy_for_collection(policy_for_loss: TensorDictModule[#32], group: str[#33], continuous: bool[#34]) → TensorDictModule[#35]

	Implement this function to add an explorative layer to the policy used in the loss.


	Parameters:

	
	policy_for_loss (TensorDictModule) – the group policy used in the loss


	group (str[#36]) – agent group


	continuous (bool[#37]) – whether the policy is continuous or discrete








Returns: TensorDictModule representing the explorative policy






	
process_batch(group: str[#38], batch: TensorDictBase[#39]) → TensorDictBase[#40]

	This function can be used to reshape data coming from collection before it is passed to the policy.


	Parameters:

	
	group (str[#41]) – agent group


	batch (TensorDictBase) – the batch of data coming from the collector








Returns: the processed batch






	
process_loss_vals(group: str[#42], loss_vals: TensorDictBase[#43]) → TensorDictBase[#44]

	Here you can modify the loss_vals tensordict containing entries loss_name->loss_value
For example, you can sum two entries in a new entry, to optimize them together.


	Parameters:

	
	group (str[#45]) – agent group


	loss_vals (TensorDictBase) – the tensordict returned by the loss forward method








Returns: the processed loss_vals






	
get_critic(group: str[#46]) → TensorDictModule[#47]

	




	
_abc_impl = <_abc._abc_data object>
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benchmarl.algorithms.MappoConfig


	
class MappoConfig(share_param_critic: bool[#1], clip_epsilon: float[#2], entropy_coef: float[#3], critic_coef: float[#4], loss_critic_type: str[#5], lmbda: float[#6], scale_mapping: str[#7], use_tanh_normal: bool[#8])

	Bases: AlgorithmConfig

Configuration dataclass for Mappo.


	
share_param_critic: bool[#9] = <dataclasses._MISSING_TYPE object>

	




	
clip_epsilon: float[#10] = <dataclasses._MISSING_TYPE object>

	




	
entropy_coef: float[#11] = <dataclasses._MISSING_TYPE object>

	




	
critic_coef: float[#12] = <dataclasses._MISSING_TYPE object>

	




	
loss_critic_type: str[#13] = <dataclasses._MISSING_TYPE object>

	




	
lmbda: float[#14] = <dataclasses._MISSING_TYPE object>

	




	
scale_mapping: str[#15] = <dataclasses._MISSING_TYPE object>

	




	
use_tanh_normal: bool[#16] = <dataclasses._MISSING_TYPE object>

	




	
static associated_class() → Type[#17][Algorithm]

	The algorithm class associated to the config






	
static supports_continuous_actions() → bool[#18]

	If the algorithm supports continuous actions






	
static supports_discrete_actions() → bool[#19]

	If the algorithm supports discrete actions






	
static on_policy() → bool[#20]

	If the algorithm has to be run on policy or off policy
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benchmarl.algorithms.Masac


	
class Masac(share_param_critic: bool[#1], num_qvalue_nets: int[#2], loss_function: str[#3], delay_qvalue: bool[#4], target_entropy: float[#5] | str[#6], discrete_target_entropy_weight: float[#7], alpha_init: float[#8], min_alpha: float[#9] | None[#10], max_alpha: float[#11] | None[#12], fixed_alpha: bool[#13], scale_mapping: str[#14], use_tanh_normal: bool[#15], **kwargs)

	Bases: Algorithm

Multi Agent Soft Actor Critic.


	Parameters:

	
	share_param_critic (bool[#16]) – Whether to share the parameters of the critics withing agent groups


	num_qvalue_nets (integer) – number of Q-Value networks used.


	loss_function (str[#17]) – loss function to be used with
the value function loss.


	delay_qvalue (bool[#18]) – Whether to separate the target Q value
networks from the Q value networks used for data collection.


	target_entropy (float[#19] or str[#20], optional) – Target entropy for the
stochastic policy. Default is “auto”, where target entropy is
computed as -prod(n_actions).


	discrete_target_entropy_weight (float[#21]) – weight for the target entropy term when actions are discrete


	alpha_init (float[#22]) – initial entropy multiplier.


	min_alpha (float[#23]) – min value of alpha.


	max_alpha (float[#24]) – max value of alpha.


	fixed_alpha (bool[#25]) – if True, alpha will be fixed to its
initial value. Otherwise, alpha will be optimized to
match the ‘target_entropy’ value.


	scale_mapping (str[#26]) – positive mapping function to be used with the std.
choices: “softplus”, “exp”, “relu”, “biased_softplus_1”;


	use_tanh_normal (bool[#27]) – if True, use TanhNormal as the continuyous action distribution with support bound
to the action domain. Otherwise, an IndependentNormal is used.









	
_get_loss(group: str[#28], policy_for_loss: TensorDictModule[#29], continuous: bool[#30]) → Tuple[#31][LossModule[#32], bool[#33]]

	Implement this function to return the LossModule for a specific group.


	Parameters:

	
	group (str[#34]) – agent group of the loss


	policy_for_loss (TensorDictModule) – the policy to use in the loss


	continuous (bool[#35]) – whether to return a loss for continuous or discrete actions








Returns: LossModule and a bool representing if the loss should have target parameters






	
_get_parameters(group: str[#36], loss: LossModule[#37]) → Dict[#38][str[#39], Iterable[#40]]

	Get the dictionary mapping loss names to the relative parameters to optimize for a given group loss.

Returns: a dictionary mapping loss names to a parameters’ list






	
_get_policy_for_loss(group: str[#41], model_config: ModelConfig, continuous: bool[#42]) → TensorDictModule[#43]

	Get the non-explorative policy for a specific group.


	Parameters:

	
	group (str[#44]) – agent group of the policy


	model_config (ModelConfig) – model config class


	continuous (bool[#45]) – whether the policy should be continuous or discrete








Returns: TensorDictModule representing the policy






	
_get_policy_for_collection(policy_for_loss: TensorDictModule[#46], group: str[#47], continuous: bool[#48]) → TensorDictModule[#49]

	Implement this function to add an explorative layer to the policy used in the loss.


	Parameters:

	
	policy_for_loss (TensorDictModule) – the group policy used in the loss


	group (str[#50]) – agent group


	continuous (bool[#51]) – whether the policy is continuous or discrete








Returns: TensorDictModule representing the explorative policy






	
process_batch(group: str[#52], batch: TensorDictBase[#53]) → TensorDictBase[#54]

	This function can be used to reshape data coming from collection before it is passed to the policy.


	Parameters:

	
	group (str[#55]) – agent group


	batch (TensorDictBase) – the batch of data coming from the collector








Returns: the processed batch






	
get_discrete_value_module(group: str[#56]) → TensorDictModule[#57]

	




	
get_continuous_value_module(group: str[#58]) → TensorDictModule[#59]

	




	
_abc_impl = <_abc._abc_data object>
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benchmarl.algorithms.MasacConfig


	
class MasacConfig(share_param_critic: bool[#1], num_qvalue_nets: int[#2], loss_function: str[#3], delay_qvalue: bool[#4], target_entropy: float[#5] | str[#6], discrete_target_entropy_weight: float[#7], alpha_init: float[#8], min_alpha: float[#9] | None[#10], max_alpha: float[#11] | None[#12], fixed_alpha: bool[#13], scale_mapping: str[#14], use_tanh_normal: bool[#15])

	Bases: AlgorithmConfig

Configuration dataclass for Masac.


	
share_param_critic: bool[#16] = <dataclasses._MISSING_TYPE object>

	




	
num_qvalue_nets: int[#17] = <dataclasses._MISSING_TYPE object>

	




	
loss_function: str[#18] = <dataclasses._MISSING_TYPE object>

	




	
delay_qvalue: bool[#19] = <dataclasses._MISSING_TYPE object>

	




	
target_entropy: float[#20] | str[#21] = <dataclasses._MISSING_TYPE object>

	




	
discrete_target_entropy_weight: float[#22] = <dataclasses._MISSING_TYPE object>

	




	
alpha_init: float[#23] = <dataclasses._MISSING_TYPE object>

	




	
min_alpha: float[#24] | None[#25] = <dataclasses._MISSING_TYPE object>

	




	
max_alpha: float[#26] | None[#27] = <dataclasses._MISSING_TYPE object>

	




	
fixed_alpha: bool[#28] = <dataclasses._MISSING_TYPE object>

	




	
scale_mapping: str[#29] = <dataclasses._MISSING_TYPE object>

	




	
use_tanh_normal: bool[#30] = <dataclasses._MISSING_TYPE object>

	




	
static associated_class() → Type[#31][Algorithm]

	The algorithm class associated to the config






	
static supports_continuous_actions() → bool[#32]

	If the algorithm supports continuous actions






	
static supports_discrete_actions() → bool[#33]

	If the algorithm supports discrete actions






	
static on_policy() → bool[#34]

	If the algorithm has to be run on policy or off policy
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benchmarl.algorithms.Qmix


	
class Qmix(mixing_embed_dim: int[#1], delay_value: bool[#2], loss_function: str[#3], **kwargs)

	Bases: Algorithm

QMIX (from https://arxiv.org/abs/1803.11485).


	Parameters:

	
	mixing_embed_dim (int[#4]) – hidden dimension of the mixing network


	loss_function (str[#5]) – loss function for the value discrepancy. Can be one of “l1”, “l2” or “smooth_l1”.


	delay_value (bool[#6]) – whether to separate the target value networks from the value networks used for
data collection.









	
_get_loss(group: str[#7], policy_for_loss: TensorDictModule[#8], continuous: bool[#9]) → Tuple[#10][LossModule[#11], bool[#12]]

	Implement this function to return the LossModule for a specific group.


	Parameters:

	
	group (str[#13]) – agent group of the loss


	policy_for_loss (TensorDictModule) – the policy to use in the loss


	continuous (bool[#14]) – whether to return a loss for continuous or discrete actions








Returns: LossModule and a bool representing if the loss should have target parameters






	
_get_parameters(group: str[#15], loss: LossModule[#16]) → Dict[#17][str[#18], Iterable[#19]]

	Get the dictionary mapping loss names to the relative parameters to optimize for a given group loss.

Returns: a dictionary mapping loss names to a parameters’ list






	
_get_policy_for_loss(group: str[#20], model_config: ModelConfig, continuous: bool[#21]) → TensorDictModule[#22]

	Get the non-explorative policy for a specific group.


	Parameters:

	
	group (str[#23]) – agent group of the policy


	model_config (ModelConfig) – model config class


	continuous (bool[#24]) – whether the policy should be continuous or discrete








Returns: TensorDictModule representing the policy






	
_get_policy_for_collection(policy_for_loss: TensorDictModule[#25], group: str[#26], continuous: bool[#27]) → TensorDictModule[#28]

	Implement this function to add an explorative layer to the policy used in the loss.


	Parameters:

	
	policy_for_loss (TensorDictModule) – the group policy used in the loss


	group (str[#29]) – agent group


	continuous (bool[#30]) – whether the policy is continuous or discrete








Returns: TensorDictModule representing the explorative policy






	
process_batch(group: str[#31], batch: TensorDictBase[#32]) → TensorDictBase[#33]

	This function can be used to reshape data coming from collection before it is passed to the policy.


	Parameters:

	
	group (str[#34]) – agent group


	batch (TensorDictBase) – the batch of data coming from the collector








Returns: the processed batch






	
get_mixer(group: str[#35]) → TensorDictModule[#36]

	




	
_abc_impl = <_abc._abc_data object>
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benchmarl.algorithms.QmixConfig


	
class QmixConfig(mixing_embed_dim: int[#1], delay_value: bool[#2], loss_function: str[#3])

	Bases: AlgorithmConfig

Configuration dataclass for Qmix.


	
mixing_embed_dim: int[#4] = <dataclasses._MISSING_TYPE object>

	




	
delay_value: bool[#5] = <dataclasses._MISSING_TYPE object>

	




	
loss_function: str[#6] = <dataclasses._MISSING_TYPE object>

	




	
static associated_class() → Type[#7][Algorithm]

	The algorithm class associated to the config






	
static supports_continuous_actions() → bool[#8]

	If the algorithm supports continuous actions






	
static supports_discrete_actions() → bool[#9]

	If the algorithm supports discrete actions






	
static on_policy() → bool[#10]

	If the algorithm has to be run on policy or off policy
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benchmarl.algorithms.Vdn


	
class Vdn(delay_value: bool[#1], loss_function: str[#2], **kwargs)

	Bases: Algorithm

Vdn (from https://arxiv.org/abs/1706.05296).


	Parameters:

	
	loss_function (str[#3]) – loss function for the value discrepancy. Can be one of “l1”, “l2” or “smooth_l1”.


	delay_value (bool[#4]) – whether to separate the target value networks from the value networks used for
data collection.









	
_get_loss(group: str[#5], policy_for_loss: TensorDictModule[#6], continuous: bool[#7]) → Tuple[#8][LossModule[#9], bool[#10]]

	Implement this function to return the LossModule for a specific group.


	Parameters:

	
	group (str[#11]) – agent group of the loss


	policy_for_loss (TensorDictModule) – the policy to use in the loss


	continuous (bool[#12]) – whether to return a loss for continuous or discrete actions








Returns: LossModule and a bool representing if the loss should have target parameters






	
_get_parameters(group: str[#13], loss: LossModule[#14]) → Dict[#15][str[#16], Iterable[#17]]

	Get the dictionary mapping loss names to the relative parameters to optimize for a given group loss.

Returns: a dictionary mapping loss names to a parameters’ list






	
_get_policy_for_loss(group: str[#18], model_config: ModelConfig, continuous: bool[#19]) → TensorDictModule[#20]

	Get the non-explorative policy for a specific group.


	Parameters:

	
	group (str[#21]) – agent group of the policy


	model_config (ModelConfig) – model config class


	continuous (bool[#22]) – whether the policy should be continuous or discrete








Returns: TensorDictModule representing the policy






	
_get_policy_for_collection(policy_for_loss: TensorDictModule[#23], group: str[#24], continuous: bool[#25]) → TensorDictModule[#26]

	Implement this function to add an explorative layer to the policy used in the loss.


	Parameters:

	
	policy_for_loss (TensorDictModule) – the group policy used in the loss


	group (str[#27]) – agent group


	continuous (bool[#28]) – whether the policy is continuous or discrete








Returns: TensorDictModule representing the explorative policy






	
process_batch(group: str[#29], batch: TensorDictBase[#30]) → TensorDictBase[#31]

	This function can be used to reshape data coming from collection before it is passed to the policy.


	Parameters:

	
	group (str[#32]) – agent group


	batch (TensorDictBase) – the batch of data coming from the collector








Returns: the processed batch






	
get_mixer(group: str[#33]) → TensorDictModule[#34]

	




	
_abc_impl = <_abc._abc_data object>
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benchmarl.algorithms.VdnConfig


	
class VdnConfig(delay_value: bool[#1], loss_function: str[#2])

	Bases: AlgorithmConfig

Configuration dataclass for Vdn.


	
delay_value: bool[#3] = <dataclasses._MISSING_TYPE object>

	




	
loss_function: str[#4] = <dataclasses._MISSING_TYPE object>

	




	
static associated_class() → Type[#5][Algorithm]

	The algorithm class associated to the config






	
static supports_continuous_actions() → bool[#6]

	If the algorithm supports continuous actions






	
static supports_discrete_actions() → bool[#7]

	If the algorithm supports discrete actions






	
static on_policy() → bool[#8]

	If the algorithm has to be run on policy or off policy
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benchmarl.environments


Contents


	Common


	VMAS


	PettingZoo


	SMACv2


	MeltingPot





Here you can find the environment table.


Common



	Task

	Task.








VMAS



	VmasTask

	Enum for VMAS tasks.








PettingZoo



	PettingZooTask

	Enum for PettingZoo tasks.








SMACv2



	Smacv2Task

	Enum for SMACv2 tasks.








MeltingPot



	MeltingPotTask

	Enum for meltingpot tasks.
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benchmarl.environments.Task


	
class Task(value)

	Bases: Enum[#1]

Task.

Tasks are enums, one enum for each environment.
Each enum member has a config attribute that is a dictionary which can be loaded from .yaml
files. You can also access and modify this attribute directly.

Each new environment should inherit from Task and instantiate its members as

TASK_1 = None
TASK_2 = None
…

Tasks configs are loaded from benchmarl/conf/environments


	
update_config(config: Dict[#2][str[#3], Any[#4]]) → Task

	Updates the task config


	Parameters:

	config (dictionary) – The config to update in the task





Returns: The updated task






	
get_env_fun(num_envs: int[#5], continuous_actions: bool[#6], seed: int[#7] | None[#8], device: device[#9] | str[#10] | int[#11]) → Callable[#12][[], EnvBase[#13]]

	This function is used to obtain a TorchRL object from the enum Task.


	Parameters:

	
	num_envs (int[#14]) – The number of envs that should be in the batch_size of the returned env.
In vectorized envs, this can be used to set the number of batched environments.
If your environment is not vectorized, you can just ignore this, and it will be
wrapped in a torchrl.envs.SerialEnv[#15] with num_envs automatically.


	continuous_actions (bool[#16]) – Whether your environment should have continuous or discrete actions.
If your environment does not support both, ignore this and refer to the supports_x_actions methods.


	seed (optional, int[#17]) – The seed of your env


	device (str[#18]) – the device of your env, you can pass this to any torchrl env constructor








Returns: a function that takes no arguments and returns a torchrl.envs.EnvBase[#19] object






	
supports_continuous_actions() → bool[#20]

	Return true if your task supports continuous actions.
If true, self.get_env_fun might be called with continuous_actions=True






	
supports_discrete_actions() → bool[#21]

	Return true if your task supports discrete actions.
If true, self.get_env_fun might be called with continuous_actions=False






	
max_steps(env: EnvBase[#22]) → int[#23]

	The maximum number of steps allowed in an evaluation rollout.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
has_render(env: EnvBase[#24]) → bool[#25]

	If env.render() should be called on the environment


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
group_map(env: EnvBase[#26]) → Dict[#27][str[#28], List[#29][str[#30]]]

	The group_map mapping agents groups to agent names.
This should be reelected in the TensorDicts coming from the environment where
agent data is supposed to be stacked according to this.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
observation_spec(env: EnvBase[#31]) → CompositeSpec[#32]

	A spec for the observation.
Must be a CompositeSpec with as many entries as needed nested under the group_name key.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun





Examples

>>> print(task.observation_spec(env))
CompositeSpec(
    agents: CompositeSpec(
        observation: CompositeSpec(
            image: UnboundedDiscreteTensorSpec(
                shape=torch.Size([8, 88, 88, 3]),
                space=ContinuousBox(
                    low=Tensor(shape=torch.Size([8, 88, 88, 3]), device=cpu, dtype=torch.int64, contiguous=True),
                    high=Tensor(shape=torch.Size([8, 88, 88, 3]), device=cpu, dtype=torch.int64, contiguous=True)),
                device=cpu,
                dtype=torch.uint8,
                domain=discrete),
            array: UnboundedContinuousTensorSpec(
                shape=torch.Size([8, 3]),
                space=None,
                device=cpu,
                dtype=torch.float32,
                domain=continuous), device=cpu, shape=torch.Size([8])), device=cpu, shape=torch.Size([8])), device=cpu, shape=torch.Size([]))










	
info_spec(env: EnvBase[#33]) → CompositeSpec[#34] | None[#35]

	A spec for the info.
If provided, must be a CompositeSpec with one (group_name, “info”) entry per group (this entry can be composite).


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
state_spec(env: EnvBase[#36]) → CompositeSpec[#37] | None[#38]

	A spec for the state.
If provided, must be a CompositeSpec with one entry.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
action_spec(env: EnvBase[#39]) → CompositeSpec[#40]

	A spec for the action.
If provided, must be a CompositeSpec with one (group_name, “action”) entry per group.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
action_mask_spec(env: EnvBase[#41]) → CompositeSpec[#42] | None[#43]

	A spec for the action mask.
If provided, must be a CompositeSpec with one (group_name, “action_mask”) entry per group.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
static env_name() → str[#44]

	The name of the environment in the benchmarl/conf/task folder






	
static log_info(batch: TensorDictBase[#45]) → Dict[#46][str[#47], float[#48]]

	Return a str->float dict with extra items to log.
This function has access to the collected batch and is optional.


	Parameters:

	batch (TensorDictBase) – the batch obtained from collection.










	
get_reward_sum_transform(env: EnvBase[#49]) → Transform[#50]

	Returns the RewardSum transform for the environment


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
get_env_transforms(env: EnvBase[#51]) → List[#52][Transform[#53]]

	Returns a list of torchrl.envs.Transform to be applied to the env.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
get_replay_buffer_transforms(env: EnvBase[#54]) → List[#55][Transform[#56]]

	Returns a list of torchrl.envs.Transform to be applied to the torchrl.data.ReplayBuffer[#57].


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
static render_callback(experiment, env: EnvBase[#58], data: TensorDictBase[#59])

	




	
get_from_yaml(path: str[#60] | None[#61] = None) → Task

	Load the task configuration from yaml


	Parameters:

	path (str[#62], optional) – The full path of the yaml file to load from. If None, it will default to
benchmarl/conf/task/self.env_name()/self.name





Returns: the task with the loaded config
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benchmarl.environments.VmasTask


	
class VmasTask(value)

	Bases: Task

Enum for VMAS tasks.


	
BALANCE = 1

	




	
SAMPLING = 2

	




	
NAVIGATION = 3

	




	
TRANSPORT = 4

	




	
REVERSE_TRANSPORT = 5

	




	
WHEEL = 6

	




	
DISPERSION = 7

	




	
DROPOUT = 8

	




	
GIVE_WAY = 9

	




	
WIND_FLOCKING = 10

	




	
SIMPLE_ADVERSARY = 11

	




	
SIMPLE_CRYPTO = 12

	




	
SIMPLE_PUSH = 13

	




	
SIMPLE_REFERENCE = 14

	




	
SIMPLE_SPEAKER_LISTENER = 15

	




	
SIMPLE_SPREAD = 16

	




	
SIMPLE_TAG = 17

	




	
SIMPLE_WORLD_COMM = 18

	




	
get_env_fun(num_envs: int[#1], continuous_actions: bool[#2], seed: int[#3] | None[#4], device: device[#5] | str[#6] | int[#7]) → Callable[#8][[], EnvBase[#9]]

	This function is used to obtain a TorchRL object from the enum Task.


	Parameters:

	
	num_envs (int[#10]) – The number of envs that should be in the batch_size of the returned env.
In vectorized envs, this can be used to set the number of batched environments.
If your environment is not vectorized, you can just ignore this, and it will be
wrapped in a torchrl.envs.SerialEnv[#11] with num_envs automatically.


	continuous_actions (bool[#12]) – Whether your environment should have continuous or discrete actions.
If your environment does not support both, ignore this and refer to the supports_x_actions methods.


	seed (optional, int[#13]) – The seed of your env


	device (str[#14]) – the device of your env, you can pass this to any torchrl env constructor








Returns: a function that takes no arguments and returns a torchrl.envs.EnvBase[#15] object






	
supports_continuous_actions() → bool[#16]

	Return true if your task supports continuous actions.
If true, self.get_env_fun might be called with continuous_actions=True






	
supports_discrete_actions() → bool[#17]

	Return true if your task supports discrete actions.
If true, self.get_env_fun might be called with continuous_actions=False






	
has_render(env: EnvBase[#18]) → bool[#19]

	If env.render() should be called on the environment


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
max_steps(env: EnvBase[#20]) → int[#21]

	The maximum number of steps allowed in an evaluation rollout.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
group_map(env: EnvBase[#22]) → Dict[#23][str[#24], List[#25][str[#26]]]

	The group_map mapping agents groups to agent names.
This should be reelected in the TensorDicts coming from the environment where
agent data is supposed to be stacked according to this.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
state_spec(env: EnvBase[#27]) → CompositeSpec[#28] | None[#29]

	A spec for the state.
If provided, must be a CompositeSpec with one entry.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
action_mask_spec(env: EnvBase[#30]) → CompositeSpec[#31] | None[#32]

	A spec for the action mask.
If provided, must be a CompositeSpec with one (group_name, “action_mask”) entry per group.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
observation_spec(env: EnvBase[#33]) → CompositeSpec[#34]

	A spec for the observation.
Must be a CompositeSpec with as many entries as needed nested under the group_name key.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun





Examples

>>> print(task.observation_spec(env))
CompositeSpec(
    agents: CompositeSpec(
        observation: CompositeSpec(
            image: UnboundedDiscreteTensorSpec(
                shape=torch.Size([8, 88, 88, 3]),
                space=ContinuousBox(
                    low=Tensor(shape=torch.Size([8, 88, 88, 3]), device=cpu, dtype=torch.int64, contiguous=True),
                    high=Tensor(shape=torch.Size([8, 88, 88, 3]), device=cpu, dtype=torch.int64, contiguous=True)),
                device=cpu,
                dtype=torch.uint8,
                domain=discrete),
            array: UnboundedContinuousTensorSpec(
                shape=torch.Size([8, 3]),
                space=None,
                device=cpu,
                dtype=torch.float32,
                domain=continuous), device=cpu, shape=torch.Size([8])), device=cpu, shape=torch.Size([8])), device=cpu, shape=torch.Size([]))










	
info_spec(env: EnvBase[#35]) → CompositeSpec[#36] | None[#37]

	A spec for the info.
If provided, must be a CompositeSpec with one (group_name, “info”) entry per group (this entry can be composite).


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
action_spec(env: EnvBase[#38]) → CompositeSpec[#39]

	A spec for the action.
If provided, must be a CompositeSpec with one (group_name, “action”) entry per group.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
static env_name() → str[#40]

	The name of the environment in the benchmarl/conf/task folder






	
update_config(config: Dict[#41][str[#42], Any[#43]]) → Task

	Updates the task config


	Parameters:

	config (dictionary) – The config to update in the task





Returns: The updated task






	
static log_info(batch: TensorDictBase[#44]) → Dict[#45][str[#46], float[#47]]

	Return a str->float dict with extra items to log.
This function has access to the collected batch and is optional.


	Parameters:

	batch (TensorDictBase) – the batch obtained from collection.










	
get_reward_sum_transform(env: EnvBase[#48]) → Transform[#49]

	Returns the RewardSum transform for the environment


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
get_env_transforms(env: EnvBase[#50]) → List[#51][Transform[#52]]

	Returns a list of torchrl.envs.Transform to be applied to the env.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
get_replay_buffer_transforms(env: EnvBase[#53]) → List[#54][Transform[#55]]

	Returns a list of torchrl.envs.Transform to be applied to the torchrl.data.ReplayBuffer[#56].


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
static render_callback(experiment, env: EnvBase[#57], data: TensorDictBase[#58])

	




	
get_from_yaml(path: str[#59] | None[#60] = None) → Task

	Load the task configuration from yaml


	Parameters:

	path (str[#61], optional) – The full path of the yaml file to load from. If None, it will default to
benchmarl/conf/task/self.env_name()/self.name





Returns: the task with the loaded config
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benchmarl.environments.PettingZooTask


	
class PettingZooTask(value)

	Bases: Task

Enum for PettingZoo tasks.


	
MULTIWALKER = 1

	




	
WATERWORLD = 2

	




	
SIMPLE_ADVERSARY = 3

	




	
SIMPLE_CRYPTO = 4

	




	
SIMPLE_PUSH = 5

	




	
SIMPLE_REFERENCE = 6

	




	
SIMPLE_SPEAKER_LISTENER = 7

	




	
SIMPLE_SPREAD = 8

	




	
SIMPLE_TAG = 9

	




	
SIMPLE_WORLD_COMM = 10

	




	
get_env_fun(num_envs: int[#1], continuous_actions: bool[#2], seed: int[#3] | None[#4], device: device[#5] | str[#6] | int[#7]) → Callable[#8][[], EnvBase[#9]]

	This function is used to obtain a TorchRL object from the enum Task.


	Parameters:

	
	num_envs (int[#10]) – The number of envs that should be in the batch_size of the returned env.
In vectorized envs, this can be used to set the number of batched environments.
If your environment is not vectorized, you can just ignore this, and it will be
wrapped in a torchrl.envs.SerialEnv[#11] with num_envs automatically.


	continuous_actions (bool[#12]) – Whether your environment should have continuous or discrete actions.
If your environment does not support both, ignore this and refer to the supports_x_actions methods.


	seed (optional, int[#13]) – The seed of your env


	device (str[#14]) – the device of your env, you can pass this to any torchrl env constructor








Returns: a function that takes no arguments and returns a torchrl.envs.EnvBase[#15] object






	
supports_continuous_actions() → bool[#16]

	Return true if your task supports continuous actions.
If true, self.get_env_fun might be called with continuous_actions=True






	
supports_discrete_actions() → bool[#17]

	Return true if your task supports discrete actions.
If true, self.get_env_fun might be called with continuous_actions=False






	
has_state() → bool[#18]

	




	
has_render(env: EnvBase[#19]) → bool[#20]

	If env.render() should be called on the environment


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
max_steps(env: EnvBase[#21]) → int[#22]

	The maximum number of steps allowed in an evaluation rollout.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
group_map(env: EnvBase[#23]) → Dict[#24][str[#25], List[#26][str[#27]]]

	The group_map mapping agents groups to agent names.
This should be reelected in the TensorDicts coming from the environment where
agent data is supposed to be stacked according to this.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
state_spec(env: EnvBase[#28]) → CompositeSpec[#29] | None[#30]

	A spec for the state.
If provided, must be a CompositeSpec with one entry.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
action_mask_spec(env: EnvBase[#31]) → CompositeSpec[#32] | None[#33]

	A spec for the action mask.
If provided, must be a CompositeSpec with one (group_name, “action_mask”) entry per group.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
observation_spec(env: EnvBase[#34]) → CompositeSpec[#35]

	A spec for the observation.
Must be a CompositeSpec with as many entries as needed nested under the group_name key.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun





Examples

>>> print(task.observation_spec(env))
CompositeSpec(
    agents: CompositeSpec(
        observation: CompositeSpec(
            image: UnboundedDiscreteTensorSpec(
                shape=torch.Size([8, 88, 88, 3]),
                space=ContinuousBox(
                    low=Tensor(shape=torch.Size([8, 88, 88, 3]), device=cpu, dtype=torch.int64, contiguous=True),
                    high=Tensor(shape=torch.Size([8, 88, 88, 3]), device=cpu, dtype=torch.int64, contiguous=True)),
                device=cpu,
                dtype=torch.uint8,
                domain=discrete),
            array: UnboundedContinuousTensorSpec(
                shape=torch.Size([8, 3]),
                space=None,
                device=cpu,
                dtype=torch.float32,
                domain=continuous), device=cpu, shape=torch.Size([8])), device=cpu, shape=torch.Size([8])), device=cpu, shape=torch.Size([]))










	
info_spec(env: EnvBase[#36]) → CompositeSpec[#37] | None[#38]

	A spec for the info.
If provided, must be a CompositeSpec with one (group_name, “info”) entry per group (this entry can be composite).


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
action_spec(env: EnvBase[#39]) → CompositeSpec[#40]

	A spec for the action.
If provided, must be a CompositeSpec with one (group_name, “action”) entry per group.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
static env_name() → str[#41]

	The name of the environment in the benchmarl/conf/task folder






	
update_config(config: Dict[#42][str[#43], Any[#44]]) → Task

	Updates the task config


	Parameters:

	config (dictionary) – The config to update in the task





Returns: The updated task






	
static log_info(batch: TensorDictBase[#45]) → Dict[#46][str[#47], float[#48]]

	Return a str->float dict with extra items to log.
This function has access to the collected batch and is optional.


	Parameters:

	batch (TensorDictBase) – the batch obtained from collection.










	
get_reward_sum_transform(env: EnvBase[#49]) → Transform[#50]

	Returns the RewardSum transform for the environment


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
get_env_transforms(env: EnvBase[#51]) → List[#52][Transform[#53]]

	Returns a list of torchrl.envs.Transform to be applied to the env.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
get_replay_buffer_transforms(env: EnvBase[#54]) → List[#55][Transform[#56]]

	Returns a list of torchrl.envs.Transform to be applied to the torchrl.data.ReplayBuffer[#57].


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
static render_callback(experiment, env: EnvBase[#58], data: TensorDictBase[#59])

	




	
get_from_yaml(path: str[#60] | None[#61] = None) → Task

	Load the task configuration from yaml


	Parameters:

	path (str[#62], optional) – The full path of the yaml file to load from. If None, it will default to
benchmarl/conf/task/self.env_name()/self.name





Returns: the task with the loaded config
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benchmarl.environments.Smacv2Task


	
class Smacv2Task(value)

	Bases: Task

Enum for SMACv2 tasks.


	
PROTOSS_5_VS_5 = 1

	




	
PROTOSS_10_VS_10 = 2

	




	
PROTOSS_10_VS_11 = 3

	




	
PROTOSS_20_VS_20 = 4

	




	
PROTOSS_20_VS_23 = 5

	




	
TERRAN_5_VS_5 = 6

	




	
TERRAN_10_VS_10 = 7

	




	
TERRAN_10_VS_11 = 8

	




	
TERRAN_20_VS_20 = 9

	




	
TERRAN_20_VS_23 = 10

	




	
ZERG_5_VS_5 = 11

	




	
ZERG_10_VS_10 = 12

	




	
ZERG_10_VS_11 = 13

	




	
ZERG_20_VS_20 = 14

	




	
ZERG_20_VS_23 = 15

	




	
get_env_fun(num_envs: int[#1], continuous_actions: bool[#2], seed: int[#3] | None[#4], device: device[#5] | str[#6] | int[#7]) → Callable[#8][[], EnvBase[#9]]

	This function is used to obtain a TorchRL object from the enum Task.


	Parameters:

	
	num_envs (int[#10]) – The number of envs that should be in the batch_size of the returned env.
In vectorized envs, this can be used to set the number of batched environments.
If your environment is not vectorized, you can just ignore this, and it will be
wrapped in a torchrl.envs.SerialEnv[#11] with num_envs automatically.


	continuous_actions (bool[#12]) – Whether your environment should have continuous or discrete actions.
If your environment does not support both, ignore this and refer to the supports_x_actions methods.


	seed (optional, int[#13]) – The seed of your env


	device (str[#14]) – the device of your env, you can pass this to any torchrl env constructor








Returns: a function that takes no arguments and returns a torchrl.envs.EnvBase[#15] object






	
supports_continuous_actions() → bool[#16]

	Return true if your task supports continuous actions.
If true, self.get_env_fun might be called with continuous_actions=True






	
supports_discrete_actions() → bool[#17]

	Return true if your task supports discrete actions.
If true, self.get_env_fun might be called with continuous_actions=False






	
has_render(env: EnvBase[#18]) → bool[#19]

	If env.render() should be called on the environment


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
max_steps(env: EnvBase[#20]) → int[#21]

	The maximum number of steps allowed in an evaluation rollout.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
group_map(env: EnvBase[#22]) → Dict[#23][str[#24], List[#25][str[#26]]]

	The group_map mapping agents groups to agent names.
This should be reelected in the TensorDicts coming from the environment where
agent data is supposed to be stacked according to this.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
state_spec(env: EnvBase[#27]) → CompositeSpec[#28] | None[#29]

	A spec for the state.
If provided, must be a CompositeSpec with one entry.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
action_mask_spec(env: EnvBase[#30]) → CompositeSpec[#31] | None[#32]

	A spec for the action mask.
If provided, must be a CompositeSpec with one (group_name, “action_mask”) entry per group.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
observation_spec(env: EnvBase[#33]) → CompositeSpec[#34]

	A spec for the observation.
Must be a CompositeSpec with as many entries as needed nested under the group_name key.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun





Examples

>>> print(task.observation_spec(env))
CompositeSpec(
    agents: CompositeSpec(
        observation: CompositeSpec(
            image: UnboundedDiscreteTensorSpec(
                shape=torch.Size([8, 88, 88, 3]),
                space=ContinuousBox(
                    low=Tensor(shape=torch.Size([8, 88, 88, 3]), device=cpu, dtype=torch.int64, contiguous=True),
                    high=Tensor(shape=torch.Size([8, 88, 88, 3]), device=cpu, dtype=torch.int64, contiguous=True)),
                device=cpu,
                dtype=torch.uint8,
                domain=discrete),
            array: UnboundedContinuousTensorSpec(
                shape=torch.Size([8, 3]),
                space=None,
                device=cpu,
                dtype=torch.float32,
                domain=continuous), device=cpu, shape=torch.Size([8])), device=cpu, shape=torch.Size([8])), device=cpu, shape=torch.Size([]))










	
info_spec(env: EnvBase[#35]) → CompositeSpec[#36] | None[#37]

	A spec for the info.
If provided, must be a CompositeSpec with one (group_name, “info”) entry per group (this entry can be composite).


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
action_spec(env: EnvBase[#38]) → CompositeSpec[#39]

	A spec for the action.
If provided, must be a CompositeSpec with one (group_name, “action”) entry per group.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
static log_info(batch: TensorDictBase[#40]) → Dict[#41][str[#42], float[#43]]

	Return a str->float dict with extra items to log.
This function has access to the collected batch and is optional.


	Parameters:

	batch (TensorDictBase) – the batch obtained from collection.










	
static env_name() → str[#44]

	The name of the environment in the benchmarl/conf/task folder






	
update_config(config: Dict[#45][str[#46], Any[#47]]) → Task

	Updates the task config


	Parameters:

	config (dictionary) – The config to update in the task





Returns: The updated task






	
get_reward_sum_transform(env: EnvBase[#48]) → Transform[#49]

	Returns the RewardSum transform for the environment


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
get_env_transforms(env: EnvBase[#50]) → List[#51][Transform[#52]]

	Returns a list of torchrl.envs.Transform to be applied to the env.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
get_replay_buffer_transforms(env: EnvBase[#53]) → List[#54][Transform[#55]]

	Returns a list of torchrl.envs.Transform to be applied to the torchrl.data.ReplayBuffer[#56].


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
static render_callback(experiment, env: EnvBase[#57], data: TensorDictBase[#58])

	




	
get_from_yaml(path: str[#59] | None[#60] = None) → Task

	Load the task configuration from yaml


	Parameters:

	path (str[#61], optional) – The full path of the yaml file to load from. If None, it will default to
benchmarl/conf/task/self.env_name()/self.name





Returns: the task with the loaded config
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class MeltingPotTask(value)

	Bases: Task

Enum for meltingpot tasks.


	
PREDATOR_PREY__ALLEY_HUNT = 1

	




	
CLEAN_UP = 2

	




	
COLLABORATIVE_COOKING__CIRCUIT = 3

	




	
FRUIT_MARKET__CONCENTRIC_RIVERS = 4

	




	
COLLABORATIVE_COOKING__FIGURE_EIGHT = 5

	




	
PAINTBALL__KING_OF_THE_HILL = 6

	




	
FACTORY_COMMONS__EITHER_OR = 7

	




	
PURE_COORDINATION_IN_THE_MATRIX__ARENA = 8

	




	
RUNNING_WITH_SCISSORS_IN_THE_MATRIX__REPEATED = 9

	




	
COLLABORATIVE_COOKING__CRAMPED = 10

	




	
RUNNING_WITH_SCISSORS_IN_THE_MATRIX__ARENA = 11

	




	
PRISONERS_DILEMMA_IN_THE_MATRIX__REPEATED = 12

	




	
TERRITORY__OPEN = 13

	




	
STAG_HUNT_IN_THE_MATRIX__REPEATED = 14

	




	
CHICKEN_IN_THE_MATRIX__REPEATED = 15

	




	
GIFT_REFINEMENTS = 16

	




	
PURE_COORDINATION_IN_THE_MATRIX__REPEATED = 17

	




	
COLLABORATIVE_COOKING__FORCED = 18

	




	
RATIONALIZABLE_COORDINATION_IN_THE_MATRIX__ARENA = 19

	




	
BACH_OR_STRAVINSKY_IN_THE_MATRIX__ARENA = 20

	




	
CHEMISTRY__TWO_METABOLIC_CYCLES_WITH_DISTRACTORS = 21

	




	
COMMONS_HARVEST__PARTNERSHIP = 22

	




	
PREDATOR_PREY__OPEN = 23

	




	
TERRITORY__ROOMS = 24

	




	
HIDDEN_AGENDA = 25

	




	
COOP_MINING = 26

	




	
DAYCARE = 27

	




	
PRISONERS_DILEMMA_IN_THE_MATRIX__ARENA = 28

	




	
TERRITORY__INSIDE_OUT = 29

	




	
BACH_OR_STRAVINSKY_IN_THE_MATRIX__REPEATED = 30

	




	
COMMONS_HARVEST__CLOSED = 31

	




	
CHEMISTRY__THREE_METABOLIC_CYCLES_WITH_PLENTIFUL_DISTRACTORS = 32

	




	
STAG_HUNT_IN_THE_MATRIX__ARENA = 33

	




	
PAINTBALL__CAPTURE_THE_FLAG = 34

	




	
COLLABORATIVE_COOKING__CROWDED = 35

	




	
ALLELOPATHIC_HARVEST__OPEN = 36

	




	
COLLABORATIVE_COOKING__RING = 37

	




	
COMMONS_HARVEST__OPEN = 38

	




	
COINS = 39

	




	
PREDATOR_PREY__ORCHARD = 40

	




	
PREDATOR_PREY__RANDOM_FOREST = 41

	




	
COLLABORATIVE_COOKING__ASYMMETRIC = 42

	




	
RATIONALIZABLE_COORDINATION_IN_THE_MATRIX__REPEATED = 43

	




	
CHEMISTRY__THREE_METABOLIC_CYCLES = 44

	




	
RUNNING_WITH_SCISSORS_IN_THE_MATRIX__ONE_SHOT = 45

	




	
CHEMISTRY__TWO_METABOLIC_CYCLES = 46

	




	
CHICKEN_IN_THE_MATRIX__ARENA = 47

	




	
BOAT_RACE__EIGHT_RACES = 48

	




	
EXTERNALITY_MUSHROOMS__DENSE = 49

	




	
get_env_fun(num_envs: int[#1], continuous_actions: bool[#2], seed: int[#3] | None[#4], device: device[#5] | str[#6] | int[#7]) → Callable[#8][[], EnvBase[#9]]

	This function is used to obtain a TorchRL object from the enum Task.


	Parameters:

	
	num_envs (int[#10]) – The number of envs that should be in the batch_size of the returned env.
In vectorized envs, this can be used to set the number of batched environments.
If your environment is not vectorized, you can just ignore this, and it will be
wrapped in a torchrl.envs.SerialEnv[#11] with num_envs automatically.


	continuous_actions (bool[#12]) – Whether your environment should have continuous or discrete actions.
If your environment does not support both, ignore this and refer to the supports_x_actions methods.


	seed (optional, int[#13]) – The seed of your env


	device (str[#14]) – the device of your env, you can pass this to any torchrl env constructor








Returns: a function that takes no arguments and returns a torchrl.envs.EnvBase[#15] object






	
supports_continuous_actions() → bool[#16]

	Return true if your task supports continuous actions.
If true, self.get_env_fun might be called with continuous_actions=True






	
supports_discrete_actions() → bool[#17]

	Return true if your task supports discrete actions.
If true, self.get_env_fun might be called with continuous_actions=False






	
has_render(env: EnvBase[#18]) → bool[#19]

	If env.render() should be called on the environment


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
max_steps(env: EnvBase[#20]) → int[#21]

	The maximum number of steps allowed in an evaluation rollout.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
group_map(env: EnvBase[#22]) → Dict[#23][str[#24], List[#25][str[#26]]]

	The group_map mapping agents groups to agent names.
This should be reelected in the TensorDicts coming from the environment where
agent data is supposed to be stacked according to this.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
get_env_transforms(env: EnvBase[#27]) → List[#28][Transform[#29]]

	Returns a list of torchrl.envs.Transform to be applied to the env.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
get_replay_buffer_transforms(env: EnvBase[#30]) → List[#31][Transform[#32]]

	Returns a list of torchrl.envs.Transform to be applied to the torchrl.data.ReplayBuffer[#33].


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
state_spec(env: EnvBase[#34]) → CompositeSpec[#35] | None[#36]

	A spec for the state.
If provided, must be a CompositeSpec with one entry.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
action_mask_spec(env: EnvBase[#37]) → CompositeSpec[#38] | None[#39]

	A spec for the action mask.
If provided, must be a CompositeSpec with one (group_name, “action_mask”) entry per group.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
observation_spec(env: EnvBase[#40]) → CompositeSpec[#41]

	A spec for the observation.
Must be a CompositeSpec with as many entries as needed nested under the group_name key.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun





Examples

>>> print(task.observation_spec(env))
CompositeSpec(
    agents: CompositeSpec(
        observation: CompositeSpec(
            image: UnboundedDiscreteTensorSpec(
                shape=torch.Size([8, 88, 88, 3]),
                space=ContinuousBox(
                    low=Tensor(shape=torch.Size([8, 88, 88, 3]), device=cpu, dtype=torch.int64, contiguous=True),
                    high=Tensor(shape=torch.Size([8, 88, 88, 3]), device=cpu, dtype=torch.int64, contiguous=True)),
                device=cpu,
                dtype=torch.uint8,
                domain=discrete),
            array: UnboundedContinuousTensorSpec(
                shape=torch.Size([8, 3]),
                space=None,
                device=cpu,
                dtype=torch.float32,
                domain=continuous), device=cpu, shape=torch.Size([8])), device=cpu, shape=torch.Size([8])), device=cpu, shape=torch.Size([]))










	
info_spec(env: EnvBase[#42]) → CompositeSpec[#43] | None[#44]

	A spec for the info.
If provided, must be a CompositeSpec with one (group_name, “info”) entry per group (this entry can be composite).


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
action_spec(env: EnvBase[#45]) → CompositeSpec[#46]

	A spec for the action.
If provided, must be a CompositeSpec with one (group_name, “action”) entry per group.


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
static env_name() → str[#47]

	The name of the environment in the benchmarl/conf/task folder






	
static render_callback(experiment, env: EnvBase[#48], data: TensorDictBase[#49])

	




	
update_config(config: Dict[#50][str[#51], Any[#52]]) → Task

	Updates the task config


	Parameters:

	config (dictionary) – The config to update in the task





Returns: The updated task






	
static log_info(batch: TensorDictBase[#53]) → Dict[#54][str[#55], float[#56]]

	Return a str->float dict with extra items to log.
This function has access to the collected batch and is optional.


	Parameters:

	batch (TensorDictBase) – the batch obtained from collection.










	
get_reward_sum_transform(env: EnvBase[#57]) → Transform[#58]

	Returns the RewardSum transform for the environment


	Parameters:

	env (EnvBase) – An environment created via self.get_env_fun










	
get_from_yaml(path: str[#59] | None[#60] = None) → Task

	Load the task configuration from yaml


	Parameters:

	path (str[#61], optional) – The full path of the yaml file to load from. If None, it will default to
benchmarl/conf/task/self.env_name()/self.name





Returns: the task with the loaded config
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benchmarl.models


Contents


	Common


	Models





Here you can find the model table.


Common



	Model

	Abstract class representing a model.



	ModelConfig

	Dataclass representing a Model configuration.



	SequenceModel

	A sequence of Model



	SequenceModelConfig

	Dataclass for a SequenceModel.








Models



	Mlp

	Multi layer perceptron model.



	MlpConfig

	Dataclass config for a Mlp.



	Gnn

	A GNN model.



	GnnConfig

	Dataclass config for a Gnn.



	Cnn

	Convolutional Neural Network (CNN) model.



	CnnConfig

	Dataclass config for a Cnn.
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class Model(*args, **kwargs)

	Bases: TensorDictModuleBase[#1], ABC[#2]

Abstract class representing a model.

Models in BenchMARL are instantiated per agent group.
This means that each model will process the inputs for a whole group of agents
They are associated with input and output specs that define their domains.


	Parameters:

	
	input_spec (CompositeSpec) – the input spec of the model


	output_spec (CompositeSpec) – the output spec of the model


	agent_group (str[#3]) – the name of the agent group the model is for


	n_agents (int[#4]) – the number of agents this module is for


	device (str[#5]) – the model’s device


	input_has_agent_dim (bool[#6]) – This tells the model if the input will have a multi-agent dimension or not.
For example, the input of policies will always have this set to true,
but critics that use a global state have this set to false as the state is shared by all agents


	centralised (bool[#7]) – This tells the model if it has full observability.
This will always be true when self.input_has_agent_dim==False,
but in cases where the input has the agent dimension, this parameter is
used to distinguish between a decentralised model (where each agent’s data
is processed separately) and a centralized model, where the model pools all data together


	share_params (bool[#8]) – This tells the model if it should have only one set of parameters
or a different set of parameters for each agent.
This is independent of the other options as it is possible to have different parameters
for centralized critics with global input.


	action_spec (CompositeSpec) – The action spec of the environment









	
property output_has_agent_dim: bool[#9]

	This is a dynamically computed attribute that indicates if the output will have the agent dimension.
This will be false when share_params==True and centralised==True, and true in all other cases.
When output_has_agent_dim is true, your model’s output should contain the multi-agent dimension,
and the dimension should be absent otherwise






	
forward(tensordict: TensorDictBase[#10]) → TensorDictBase[#11]

	Define the computation performed at every call.

Should be overridden by all subclasses.


Note

Although the recipe for forward pass needs to be defined within
this function, one should call the Module instance afterwards
instead of this since the former takes care of running the
registered hooks while the latter silently ignores them.








	
abstract _forward(tensordict: TensorDictBase[#12]) → TensorDictBase[#13]

	Method to implement for the forward pass of the model.
It should read self.in_keys, process it and write self.out_key.


	Parameters:

	tensordict (TensorDictBase) – the input td





Returns: the input td with the written self.out_key
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class ModelConfig

	Bases: ABC[#1]

Dataclass representing a Model configuration.
This should be overridden by implemented models.
Implementors should:



	add configuration parameters for their algorithm


	implement all abstract methods








	
get_model(input_spec: CompositeSpec[#2], output_spec: CompositeSpec[#3], agent_group: str[#4], input_has_agent_dim: bool[#5], n_agents: int[#6], centralised: bool[#7], share_params: bool[#8], device: device[#9] | str[#10] | int[#11], action_spec: CompositeSpec[#12]) → Model

	Creates the model from the config.


	Parameters:

	
	input_spec (CompositeSpec) – the input spec of the model


	output_spec (CompositeSpec) – the output spec of the model


	agent_group (str[#13]) – the name of the agent group the model is for


	n_agents (int[#14]) – the number of agents this module is for


	device (str[#15]) – the mdoel’s device


	input_has_agent_dim (bool[#16]) – This tells the model if the input will have a multi-agent dimension or not.
For example, the input of policies will always have this set to true,
but critics that use a global state have this set to false as the state is shared by all agents


	centralised (bool[#17]) – This tells the model if it has full observability.
This will always be true when self.input_has_agent_dim==False,
but in cases where the input has the agent dimension, this parameter is
used to distinguish between a decentralised model (where each agent’s data
is processed separately) and a centralized model, where the model pools all data together


	share_params (bool[#18]) – This tells the model if it should have only one set of parameters
or a different set of parameters for each agent.
This is independent of the other options as it is possible to have different parameters
for centralized critics with global input.


	action_spec (CompositeSpec) – The action spec of the environment








Returns: the Model






	
abstract static associated_class()

	The associated Model class






	
process_env_fun(env_fun: Callable[#19][[], EnvBase[#20]]) → Callable[#21][[], EnvBase[#22]]

	This function can be used to wrap env_fun
:param env_fun: a function that takes no args and creates an enviornment
:type env_fun: callable

Returns: a function that takes no args and creates an enviornment






	
classmethod get_from_yaml(path: str[#23] | None[#24] = None)

	Load the model configuration from yaml


	Parameters:

	path (str[#25], optional) – The full path of the yaml file to load from.
If None, it will default to
benchmarl/conf/model/layers/self.associated_class().__name__





Returns: the loaded AlgorithmConfig
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benchmarl.models.SequenceModel


	
class SequenceModel(*args, **kwargs)

	Bases: Model

A sequence of Model


	Parameters:

	models (list[#1] of Model) – the models in the sequence






	
_forward(tensordict: TensorDictBase[#2]) → TensorDictBase[#3]

	Method to implement for the forward pass of the model.
It should read self.in_keys, process it and write self.out_key.


	Parameters:

	tensordict (TensorDictBase) – the input td





Returns: the input td with the written self.out_key










Footnotes



[#1]
https://docs.python.org/3/library/stdtypes.html#list



[#2]
https://pytorch.org/tensordict/stable/reference/generated/tensordict.TensorDictBase.html#tensordict.TensorDictBase
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class SequenceModelConfig(model_configs: Sequence[#1][ModelConfig], intermediate_sizes: Sequence[#2][int[#3]])

	Bases: ModelConfig

Dataclass for a SequenceModel.

Examples

import torch_geometric
from torch import nn
from benchmarl.algorithms import IppoConfig
from benchmarl.environments import VmasTask
from benchmarl.experiment import Experiment, ExperimentConfig
from benchmarl.models import SequenceModelConfig, GnnConfig, MlpConfig

experiment = Experiment(
    algorithm_config=IppoConfig.get_from_yaml(),
    model_config=SequenceModelConfig(
        model_configs=[
            MlpConfig(num_cells=[8], activation_class=nn.Tanh, layer_class=nn.Linear),
            GnnConfig(
                topology="full",
                self_loops=False,
                gnn_class=torch_geometric.nn.conv.GraphConv,
            ),
            MlpConfig(num_cells=[6], activation_class=nn.Tanh, layer_class=nn.Linear),
        ],
        intermediate_sizes=[5, 3],
    ),
    seed=0,
    config=ExperimentConfig.get_from_yaml(),
    task=VmasTask.NAVIGATION.get_from_yaml(),
)
experiment.run()






	
get_model(input_spec: CompositeSpec[#4], output_spec: CompositeSpec[#5], agent_group: str[#6], input_has_agent_dim: bool[#7], n_agents: int[#8], centralised: bool[#9], share_params: bool[#10], device: device[#11] | str[#12] | int[#13], action_spec: CompositeSpec[#14]) → Model

	Creates the model from the config.


	Parameters:

	
	input_spec (CompositeSpec) – the input spec of the model


	output_spec (CompositeSpec) – the output spec of the model


	agent_group (str[#15]) – the name of the agent group the model is for


	n_agents (int[#16]) – the number of agents this module is for


	device (str[#17]) – the mdoel’s device


	input_has_agent_dim (bool[#18]) – This tells the model if the input will have a multi-agent dimension or not.
For example, the input of policies will always have this set to true,
but critics that use a global state have this set to false as the state is shared by all agents


	centralised (bool[#19]) – This tells the model if it has full observability.
This will always be true when self.input_has_agent_dim==False,
but in cases where the input has the agent dimension, this parameter is
used to distinguish between a decentralised model (where each agent’s data
is processed separately) and a centralized model, where the model pools all data together


	share_params (bool[#20]) – This tells the model if it should have only one set of parameters
or a different set of parameters for each agent.
This is independent of the other options as it is possible to have different parameters
for centralized critics with global input.


	action_spec (CompositeSpec) – The action spec of the environment








Returns: the Model






	
static associated_class()

	The associated Model class






	
process_env_fun(env_fun: Callable[#21][[], EnvBase[#22]]) → Callable[#23][[], EnvBase[#24]]

	This function can be used to wrap env_fun
:param env_fun: a function that takes no args and creates an enviornment
:type env_fun: callable

Returns: a function that takes no args and creates an enviornment






	
classmethod get_from_yaml(path: str[#25] | None[#26] = None)

	Load the model configuration from yaml


	Parameters:

	path (str[#27], optional) – The full path of the yaml file to load from.
If None, it will default to
benchmarl/conf/model/layers/self.associated_class().__name__





Returns: the loaded AlgorithmConfig
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benchmarl.models.Mlp


	
class Mlp(*args, **kwargs)

	Bases: Model

Multi layer perceptron model.


	Parameters:

	
	num_cells (int[#1] or Sequence[int[#2]], optional) – number of cells of every layer in between the input and output. If
an integer is provided, every layer will have the same number of cells. If an iterable is provided,
the linear layers out_features will match the content of num_cells.


	layer_class (Type[nn.Module]) – class to be used for the linear layers;


	activation_class (Type[nn.Module]) – activation class to be used.


	activation_kwargs (dict[#3], optional) – kwargs to be used with the activation class;


	norm_class (Type, optional) – normalization class, if any.


	norm_kwargs (dict[#4], optional) – kwargs to be used with the normalization layers;









	
_forward(tensordict: TensorDictBase[#5]) → TensorDictBase[#6]

	Method to implement for the forward pass of the model.
It should read self.in_keys, process it and write self.out_key.


	Parameters:

	tensordict (TensorDictBase) – the input td





Returns: the input td with the written self.out_key










Footnotes
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benchmarl.models.MlpConfig


	
class MlpConfig(num_cells: Sequence[#1][int[#2]], layer_class: Type[#3][Module[#4]], activation_class: Type[#5][Module[#6]], activation_kwargs: dict[#7] | None[#8] = None, norm_class: Type[#9][Module[#10]] | None[#11] = None, norm_kwargs: dict[#12] | None[#13] = None)

	Bases: ModelConfig

Dataclass config for a Mlp.


	
static associated_class()

	The associated Model class
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benchmarl.models.Gnn


	
class Gnn(*args, **kwargs)

	Bases: Model

A GNN model.

GNN models can be used as “decentralized” actors or critics.


	Parameters:

	
	topology (str[#1]) – Topology of the graph adjacency matrix. Options: “full”, “empty”.


	self_loops (str[#2]) – Whether the resulting adjacency matrix will have self loops.


	gnn_class (Type[torch_geometric.nn.MessagePassing]) – the gnn convolution class to use


	gnn_kwargs (dict[#3], optional) – the dict of arguments to pass to the gnn conv class








Examples

import torch_geometric
from torch import nn
from benchmarl.algorithms import IppoConfig
from benchmarl.environments import VmasTask
from benchmarl.experiment import Experiment, ExperimentConfig
from benchmarl.models import SequenceModelConfig, GnnConfig, MlpConfig
experiment = Experiment(
    algorithm_config=IppoConfig.get_from_yaml(),
    model_config=GnnConfig(
        topology="full",
        self_loops=False,
        gnn_class=torch_geometric.nn.conv.GATv2Conv,
        gnn_kwargs={},
    ),
    critic_model_config=SequenceModelConfig(
        model_configs=[
            MlpConfig(num_cells=[8], activation_class=nn.Tanh, layer_class=nn.Linear),
            GnnConfig(
                topology="full",
                self_loops=False,
                gnn_class=torch_geometric.nn.conv.GraphConv,
            ),
            MlpConfig(num_cells=[6], activation_class=nn.Tanh, layer_class=nn.Linear),
        ],
        intermediate_sizes=[5,3],
    ),
    seed=0,
    config=ExperimentConfig.get_from_yaml(),
    task=VmasTask.NAVIGATION.get_from_yaml(),
)
experiment.run()






	
_forward(tensordict: TensorDictBase[#4]) → TensorDictBase[#5]

	Method to implement for the forward pass of the model.
It should read self.in_keys, process it and write self.out_key.


	Parameters:

	tensordict (TensorDictBase) – the input td





Returns: the input td with the written self.out_key










Footnotes



[#1]
https://docs.python.org/3/library/stdtypes.html#str
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benchmarl.models.GnnConfig


	
class GnnConfig(topology: str[#1], self_loops: bool[#2], gnn_class: Type[torch_geometric.nn.MessagePassing], gnn_kwargs: dict[#3] | None[#4] = None)

	Bases: ModelConfig

Dataclass config for a Gnn.


	
static associated_class()

	The associated Model class










Footnotes
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https://docs.python.org/3/library/stdtypes.html#str
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class Cnn(*args, **kwargs)

	Bases: Model

Convolutional Neural Network (CNN) model.

The BenchMARL CNN accepts multiple inputs of 2 types:


	images: Tensors of shape (*batch,X,Y,C)


	arrays: Tensors of shape (*batch,F)




The CNN model will check that all image inputs have the same shape (excluding the last dimension)
and cat them along that dimension before processing them with torchrl.modules.ConvNet[#1].

It will check that all array inputs have the same shape (excluding the last dimension)
and cat them along that dimension.

It will then cat the arrays and processed images and feed them to the MLP together.


	Parameters:

	
	cnn_num_cells (int[#2] or Sequence of int[#3]) – number of cells of
every layer in between the input and output. If an integer is
provided, every layer will have the same number of cells. If an
iterable is provided, the linear layers out_features will match
the content of num_cells.


	cnn_kernel_sizes (int[#4], sequence of int[#5]) – Kernel size(s) of the
conv network. If iterable, the length must match the depth,
defined by the num_cells or depth arguments.


	cnn_strides (int[#6] or sequence of int[#7]) – Stride(s) of the conv network. If
iterable, the length must match the depth, defined by the
num_cells or depth arguments.


	cnn_paddings – (int or Sequence of int): padding size for every layer.


	cnn_activation_class (Type[nn.Module] or callable) – activation
class or constructor to be used.


	cnn_activation_kwargs (dict[#8] or list[#9] of dicts, optional) – kwargs to be used
with the activation class. A list of kwargs of length depth
can also be passed, with one element per layer.


	cnn_norm_class (Type or callable, optional) – normalization class or
constructor, if any.


	cnn_norm_kwargs (dict[#10] or list[#11] of dicts, optional) – kwargs to be used with
the normalization layers. A list of kwargs of length depth can
also be passed, with one element per layer.


	mlp_num_cells (int[#12] or Sequence[int[#13]]) – number of cells of every layer in between the input and output. If
an integer is provided, every layer will have the same number of cells. If an iterable is provided,
the linear layers out_features will match the content of num_cells.


	mlp_layer_class (Type[nn.Module]) – class to be used for the linear layers;


	mlp_activation_class (Type[nn.Module]) – activation class to be used.


	mlp_activation_kwargs (dict[#14], optional) – kwargs to be used with the activation class;


	mlp_norm_class (Type, optional) – normalization class, if any.


	mlp_norm_kwargs (dict[#15], optional) – kwargs to be used with the normalization layers;









	
_forward(tensordict: TensorDictBase[#16]) → TensorDictBase[#17]

	Method to implement for the forward pass of the model.
It should read self.in_keys, process it and write self.out_key.


	Parameters:

	tensordict (TensorDictBase) – the input td





Returns: the input td with the written self.out_key










Footnotes
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benchmarl.models.CnnConfig


	
class CnnConfig(cnn_num_cells: Sequence[#1][int[#2]], cnn_kernel_sizes: Sequence[#3][int[#4]] | int[#5], cnn_strides: Sequence[#6][int[#7]] | int[#8], cnn_paddings: Sequence[#9][int[#10]] | int[#11], cnn_activation_class: Type[#12][Module[#13]], mlp_num_cells: Sequence[#14][int[#15]], mlp_layer_class: Type[#16][Module[#17]], mlp_activation_class: Type[#18][Module[#19]], cnn_activation_kwargs: dict[#20] | None[#21] = None, cnn_norm_class: Type[#22][Module[#23]] | None[#24] = None, cnn_norm_kwargs: dict[#25] | None[#26] = None, mlp_activation_kwargs: dict[#27] | None[#28] = None, mlp_norm_class: Type[#29][Module[#30]] | None[#31] = None, mlp_norm_kwargs: dict[#32] | None[#33] = None)

	Bases: ModelConfig

Dataclass config for a Cnn.


	
static associated_class()

	The associated Model class
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